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Executive Summary
The demand for high-capacity Wi-Fi networks continues to grow at an astonishing rate. 802.11n has elevated Wi-Fi
networking within the enterprise from an adjunct overlay to existing wired networks to the primary network
connectivity method. The increasing demands to leverage Wi-Fi as the primary network access method and to
support the large influx of mobile devices has brought with them new requirements to effectively design and
deploy high-capacity wireless networks. Many organizations are quickly realizing that existing wireless LAN (WLAN)
deployments, which used to be designed for basic coverage requirements, are no longer adequate to meet these
growing demands and that simply adding more access points is usually ineffective, often necessitating new
network planning and design.
Adopting the right approach means thoroughly assessing network requirements and designing a WLAN that meets
the current and anticipated capacity demands. Similar to the common IT practice of building in growth margins for
wired switch ports and WAN circuit bandwidth, so too must Wi-Fi networks be designed to deal with the quantity of
devices and hardware capabilities of the client population, the applications they are running, and their mobility
and throughput requirements. Although providing basic coverage and adequate signal strength is essential, this
alone is rarely sufficient to meet capacity demands.
The Wi-Fi link between a client and access point is shared among all clients within range of one another on a
particular frequency. Therefore, signal strength as an indication of link quality is not analogous to a wired link
connection indicator. Instead, aggregate capacity demands must be determined across the entire client
population and the network must be designed to distribute the load across the available spectrum effectively. In
addition to coverage and signal strength, spectral capacity, channel utilization, interference, frequency reuse, and
regulatory requirements become the critical design variables. This requires a detailed analysis of client capabilities,
application requirements, facility characteristics, and the use of sufficient access points for the purpose of
segmenting clients into the smallest possible collision domains (for example, by using different channels) while
maximizing the use of available spectral capacity.
The network infrastructure should optimize the available spectral capacity across a network of coordinated access
points. Many organizations are ill-equipped to evaluate these intelligent infrastructure features across a sufficiently
large environment and rely on isolated performance tests on a single access point in a lab environment. However,
this type of evaluation does not accurately reflect the complex interactions between access points in the presence
of a dense, dynamically changing, and often complex user population.
This guide serves as a roadmap for network administrators and engineers using Aerohive products to determine
WLAN requirements for high-density environments where large concentrations of client devices exist. This document
addresses the necessary steps to support a client base reliant on Wi-Fi connectivity as the primary network access
method. These steps include:
1.

Requirements Gathering

2.

Network Planning and Design

3.

Network Configuration

4.

Network Monitoring and Optimization

While this document offers general best practices and a methodology for high-density Wi-Fi network design and
implementation, you must assess deployment requirements and adapt these guidelines to your unique
environment.
A summary of the critical high-density Wi-Fi design considerations found in this document is available in the
High-Density Wi-Fi Design Principles Whitepaper on the Aerohive website.
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Introduction
WLAN networking is a relatively new technology when compared with protocols like Ethernet, which were
conceived and developed decades prior. However, the rapid innovation and adoption of wireless technologies in
the marketplace has condensed the timeframe required for evolution and maturation when compared with older
wired networking standards, such as Ethernet. While it took Ethernet over 20 years to reach mass adoption and
become the primary LAN networking standard, it has taken Wi-Fi just over a decade to accomplish a similar
breadth of adoption. Just as Ethernet matured to accommodate growing performance and availability demands
by evolving from a shared bus to a full-duplex switched architecture, so too has Wi-Fi evolved from an overlay,
convenience-based technology into a technology that is supporting high-density, mission-critical user populations.
However, Wi-Fi does not have the luxury of using a bounded medium such as the CAT-6 and greater cabling
currently used for Ethernet. The inherent reliance on an unbounded medium (open air) means that a Wi-Fi network
implementation is much more complex, requiring thorough network planning and design at the physical and data
link layers to be successful.
Wireless networking offers many benefits over wired connections at the network edge, including increased user
mobility, always-on access to information and resources, and improved productivity. Consumer adoption and
understanding of wireless technologies have proven rapid and substantial and have translated into increased
adoption within the workplace and in public venues. The coalescence of several Wi-Fi networking trends is making
deployment of high-density networks increasingly common.

Trends in Wi-Fi Networking
Several trends are increasing the demands on modern Wi-Fi networks, requiring ever greater levels of performance,
scalability, and availability.
•

Proliferation of Mobile Devices
The rapid innovation and adoption of mobile devices that rely exclusively on Wi-Fi for local area network
connectivity, such as smartphones and tablets, have led to an explosion of Wi-Fi connected devices.
Smartphone penetration reached over 50% in the United States in early 2012, and mobile device sales
already outpace PC sales today and will dwarf PC sales by within a few years.

•

Multiple Devices per User
It is common for most users today to carry multiple devices with networking capabilities. Devices with
different form-factors and capabilities allow users to adjust work styles based on situational demands, and
increased portability allows users to carry multiple devices to accommodate various needs. Users are
increasingly opting to carry both a full-featured device, such as a laptop, for work and a highly-portable
device, such as a tablet or smartphone, for media consumption and collaboration.

•

Always-On Connectivity
Technologically savvy users are becoming the norm rather than the exception, and constant connectivity
to the Internet is highly desired for both personal and business needs. Cultural shifts toward a more global
and social society are increasing demands for always-on mobile connections leveraging a combination of
cellular and Wi-Fi technologies.

•

Wi-Fi as the Primary Network Access Method
Enterprises are realizing that increased user mobility translates to more effective business operations and
higher employee productivity. Because of the exclusive reliance on wireless network access for mobile
devices, and the density of those mobile devices, Wi-Fi is now the de-facto standard for connecting endusers to the corporate network. Additionally, by eliminating expensive and unnecessary switch ports and
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Ethernet cable runs, wireless networks offer lower per-user capital expense (CAPEX) and operational
expense (OPEX) compared to wired networks.
•

Consumerization of IT and Bring Your Own Device (BYOD)
Wi-Fi has a long and established history in the consumer market with a strong value proposition for easily
networking an entire home. Wi-Fi is a gateway technology that enables and increases consumer adoption
of many other technologies, such as the flexibility to surf the web from anywhere in the home to streaming
music and video from the Internet. This creates a sense of familiarity and inherent usefulness with Wi-Fi for
users and has established a large demand for a multitude of consumer-oriented devices with integrated
Wi-Fi capabilities. This demand is now being driven into the enterprise as employees seek the same level of
mobility and flexibility in their work environment as they already enjoy within their homes.
Spurred by end user demand, enterprises are realizing that many consumer-oriented computing platforms
can offer tremendous benefits to their business and are embracing these platforms for use within the
organization by offering employees a choice among multiple options. At the same time, a shift toward
interoperable application technologies, such as web applications, allows greater end user platform
diversity without increasing complexity and cost for the IT organization. A parallel trend toward allowing
employees to leverage their own personal devices (personal-liable) offers an alternative acquisition and
support model that many organizations prefer over corporate owned (corporate-liable) devices.
Consumerization of IT refers to the corporate acquisition and support of consumer devices while BYOD
refers to personal devices owned and supported only by the end-user, but allowed to access corporate
resources. Most of these consumer-oriented platforms rely solely on wireless technologies rather than wired.

•

Cellular Network Offload
The rapid growth of mobile data consumption has placed a tremendous load on cellular
telecommunications networks originally designed for voice services. Advancements in cellular standards
and deployment of 3G and 4G network protocols have helped alleviate congestion in the short term, but
network demands continue to outpace growth capacity. The high expense of acquiring additional
licensed spectrum and deploying a micro-cellular architecture is leading many cellular operators to
embrace Wi-Fi as a complementary network access technology for cellular data network offload. In
addition, Wi-Fi offload can offer better indoor coverage than macro-cellular networks.

•

Hotspot Growth
The emergence of standards-based interoperation between Wi-Fi and cellular networks through the IEEE
802.11u amendment, Wi-Fi Alliance® Certified Passpoint program, and the Wireless Broadband Alliance ®
Next Generation Hotspot program are aimed at meeting the growing demand for both cellular offload
and always-on connectivity. In fact, a WBA report 1 from mid-2011 forecasts 5.8 million Wi-Fi hotspots
worldwide by 2015, a 350% increase from 2011. Hotspots are becoming increasingly important within
specific vertical markets such as retail to engage and interact with customers. The additional load placed
on corporate Wi-Fi networks to support these guest connections and to ensure adequate performance for
unmanaged devices make proper Wi-Fi network design critical to success.

1

Global Developments in Public Wi-Fi WBA Industry Report, 2011 (Wireless Broadband Alliance, 2011).
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Overview of High-Density Wi-Fi Environments
Given these market trends, Wi-Fi networks are seeing increased utilization and load across organizations in most
industries. High-density wireless networks are typically considered to be environments where the number of client
devices and required application throughput exceed the available capacity of a traditional “coverage-oriented”
Wi-Fi network design. In these situations, even a well-designed wireless network that provides coverage at good
signal strength and SNR (signal-to-noise ratio) throughout the desired coverage area is insufficient to ensure high
performance due to inadequate capacity. The limiting factor is available airtime. Since Wi-Fi relies on a shared and
unbounded medium, clients and access points must contend for available airtime to transmit data.
To provide a high-quality user experience and to meet application throughput and latency requirements, a highdensity WLAN must not only provide adequate coverage (for example, signal strength and SNR) but must also
provide sufficient capacity to serve all client devices concurrently at a level whereby applications on those devices
perform as expected. Such a high-quality user experience is provided by effective use of the available unlicensed
spectrum, co-location of AP radios operating on different channels and frequency bands, and optimal frequency
re-use across the entire coverage area. This radio management must be done while simultaneously ensuring that
the channel plan does not create excessive interference between adjacent radio cells—in other words, minimizing
co-channel interference (CCI) and adjacent-channel interference (ACI).
Many use cases exist for high-density Wi-Fi networks, including temporary events, permanent high-capacity
requirements within organizations, and deployment in lab environments for testing and validation to support sound
organizational decision-making processes.
Event organizers for trade shows, industry conferences, and sporting events often need to provide Wi-Fi for various
operations which may include merchant business processes, press and media coverage, marketing promotions, live
attendee interaction, and customer Internet access.
Organizations that are adopting a highly mobile work culture typically leverage Wi-Fi as a primary network access
method throughout their entire facility. Wi-Fi is often the network access method of choice to support a large
number of contract and temporary workers because it is easy and cost-effective to deploy and supports large
quantities of mobile devices. Wi-Fi is also increasingly leveraged in large gathering areas, such as conference
rooms, presentation venues, and large project war rooms.
Education institutions are adopting technology-based curricula, leveraging interactive collaboration within large
lecture halls and providing ubiquitous Wi-Fi across the campus and dorms to facilitate student learning. K-12
education school districts are increasingly utilizing technology within the classroom with 1:1 technology initiatives
and multimedia-based curricula that require robust Wi-Fi networking, essential to delivering the daily lesson plans
that teachers are preparing.
Lab environments are increasingly used to simulate and verify network and application performance prior to
production deployment, to evaluate vendor equipment prior to purchase, and to perform proof of concept (PoC)
analysis prior to large-scale business commitment. High-density Wi-Fi networks are becoming a critical component
within these lab environments, mirroring the network and application migrations occurring in production.

Design for Capacity
Adopting the right approach to Wi-Fi is critical to increase reliance on Wi-Fi networks as a mission-critical resource.
Supporting the growing quantity of wireless devices and delivering high performance that meets or exceeds user
expectations is key to a successful WLAN.
Historically, many Wi-Fi networks have been designed to provide basic coverage throughout a desired service
area. While a “coverage-oriented” design can meet basic Wi-Fi network access needs, supporting only a few users
and light workload, a different approach is required to support a growing Wi-Fi client population and use as the
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primary network access method. Modern Wi-Fi networks should be designed to accommodate the current and
anticipated capacity and performance levels within the organization rather than focusing on providing basic
coverage.
Significant capability differences exist between Wi-Fi networks designed for coverage versus those designed for
capacity. The nuances between these two different approaches are often not well understood by organizational
decision-makers. The use of wireless signal bars as a representation of network viability and a satisfactory user
experience has proven to be a poor indicator of network success.
Many critical performance indicators cannot be conveyed through a simple signal quality indicator. For example,
common mobile devices such as smartphones and tablets are designed with significantly tighter product and
feature constraints to meet price and battery life demands. These mobile devices often do not support the same
advanced signal processing techniques found in infrastructure APs. Although an access point may transmit at
sufficient signal strength to indicate a high-quality connection on the mobile device (for example, 5-bars of signal),
the mobile device may not able to reciprocate in the reverse direction. This is referred to as the “Unbalanced
Power Effect” and can have a profoundly negative effect on overall performance experienced by the mobile
device. In high-density environments, uplink client performance is of significant importance, as 50-100 simultaneous
transmitters may exist on a single channel. Ensuring successful bi-directional communication is necessary to achieve
high performance and meet capacity requirements.
A coverage-oriented design often does not factor in other critical variables required to meet performance and
capacity needs, such as the following:
•

Minimizing co-channel interference

•

Providing sufficient spectral capacity (for example, by using colocated radios on different channels)

•

Client band steering to optimize use of available spectral capacity

•

Client load balancing between access points based on available airtime and load

•

Meeting application bandwidth and latency requirements

•

Having an end-to-end quality-of-service design

Attempting to augment a coverage-oriented Wi-Fi network to increase capacity and support dense user
populations is an appealing approach for organizations looking to minimize workload and expense. However, such
an approach should be met with caution, as existing constraints of the coverage-oriented network implementation
can limit proper high-capacity Wi-Fi network design and ultimately fail to meet performance needs adequately.
Existing constraints might include AP placement, antenna coverage patterns, and legacy equipment (802.11a/b/g)
that does not align with a capacity oriented design where a greater quantity of high performance APs (802.11n)
are placed closer together to support the capacity demands, and antenna coverage patterns are carefully
designed to minimize co-channel interference (CCI). Many organizations are quickly realizing that existing WLAN
deployments, which were designed for basic coverage requirements in common areas, are not adequate to meet
these growing demands, and that simply adding more access points is ineffective without proper network planning
and RF design.
A better approach is to design a high-capacity WLAN with sufficient focus on network planning and design, and to
ensure the network equipment that is purchased and deployed is capable of delivering both high performance
and intelligent features to optimize the use of limited spectrum. Only through proper requirements gathering,
network design, configuration, and continual optimization can you deploy a Wi-Fi network that meets the demands
of a dense user population.
Through the process of requirements gathering, you can identify network design objectives, allowing the Wi-Fi
network to align with business objectives and to meet desired performance levels. Proper planning requires a
thorough understanding of the client devices that will be supported and their capabilities, client density in each
coverage area, and applications that rely on the WLAN and their associated throughput requirements.
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Network design involves the synthesis of identified requirements into a network architecture that meets established
capacity and performance requirements. This is accomplished by understanding and adopting design principles
for a high-capacity Wi-Fi network rather than a coverage-oriented network, determining access point and radio
capacity necessary to support the identified client and application requirements, and determining appropriate
access point equipment, accessories and placement for optimal coverage based on facility characteristics. The
process of conducting site surveys is critical to achieving a successful high-density network design.
The process of requirements gathering and network design might need to be performed for individual
coverage areas if peak client density and capacity requirements are significantly different in those areas.
Network configuration translates the design requirements into a working WLAN deployment tailored for high-density
environments. You can only accomplish this using advanced feature sets found in enterprise-grade Wi-Fi
equipment. Therefore, an intelligent Wi-Fi infrastructure is required to accommodate client devices that are
designed for home use within a complex multi-AP enterprise deployment. Enterprise-grade equipment includes
high-quality hardware components that enhance network performance with consumer-oriented client devices and
advanced features that optimize the use of an inherently unbounded and shared medium.
Finally, network monitoring and optimization allows you to fine-tune the deployment based on observed network
performance after deployment. The network management system provides statistics collection and reporting on
key metrics relevant to successful operation of the wireless network, allowing you to identify and correct unforeseen
design or performance flaws. Aerohive provides these capabilities through the statistics, events, and alarms that
access points send to HiveManager.
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Requirements Gathering
The process of requirements gathering should be the first step in designing and implementing a high-density WLAN.
Through the process of requirements gathering, you can identify network design characteristics, allowing the Wi-Fi
network to align with business objectives and meet desired performance levels.
Through this process, identify the following variables:
•

Wireless infrastructure capabilities

•

Client device types, quantities, and capabilities

•

Applications and throughput requirements

Once you have gathered a list of these requirements and reviewed them, you can forecast the required AP
capacity for use during network planning and design. You can find a requirements gathering worksheet in the
appendix to aid in this process.

Wireless Infrastructure
The wireless network infrastructure deployed must be capable of high performance and must provide intelligent
features that optimize the use of spectral capacity across a network of coordinated access points. Aerohive
provides an intelligent, enterprise-grade infrastructure, capable of optimizing spectral capacity, client load, and
application performance for highly concentrated user populations, while compensating for consumer-grade client
devices.
Many organizations are ill-equipped to evaluate these intelligent features and coordination capabilities across a
sufficiently large environment and rely on isolated performance tests on a single access point in a lab environment.
However, this does not accurately reflect the complex interactions required among access points in the presence
of a dense user population. Instead, identify capabilities critical to the success of a high-density WLAN and test such
capabilities prior to purchase, requesting aid from the manufacturer or their representative as appropriate.
Critical capabilities of a WLAN infrastructure that supports a high-density client population include:
•

High Availability – You can provide high availability for your WLAN by doing the following:
Eliminate single points of failure with Cooperative Control architecture that works without WLAN controllers
(physical or virtual).
Reduce dependence on central services to maintain WLAN availability at remote sites with integrated
captive web portal, RADIUS server, LDAP directory integration, and credential caching.
Add features that enhance survivability and availability, such as dynamic radio management that detects
and avoids interference and adjusts transmit power to prevent coverage holes, dual Ethernet ports on
access points for redundant switch uplinks and policy-based traffic forwarding, path monitoring with
failover/fail-back functionality, dynamic mesh failover with best-path forwarding capabilities, a virtual
access console that allows wireless access to the CLI on an AP for emergency troubleshooting.
More information can be found in The Importance of High Availability Wireless LANs Whitepaper and
Cooperative Control Architecture Whitepaper, both available on the Aerohive website.

•

Hardware Enhancements – Use high-grade, discreet components designed to compensate for low-power
mobile devices that have only modest-quality transceivers. Hardware enhancements such as low-noise
amplifiers, high-power amplifiers, dual-band sector array antennas, high-power/high-sensitivity radios will
reduce error rates and allow continued use of higher data rates, which improves performance and
increases network capacity.
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•

Optimized Spectral Use – Effectively use the unlicensed spectral capacity through the following techniques:
Support all available frequency bands (ISM and UNII-1, 2, 2e, 3).
Provide granular control of channel widths (20, 40, 80, and 160 MHz).
Perform accurate dynamic radio management coordinated across an entire group of APs to ensure
optimal channel and power selection that minimizes interference and maximizes performance.
Implement band steering to direct clients between 2.4 GHz and 5 GHz frequency bands. Aerohive band
steering is capable of directing clients in either direction between radios, as well as optimizing the client
load between radios based on available capacity.
More information on radio management can be found in the Radio Resource Management in HiveOS
Solution Brief, available on the Aerohive website.

•

Load Balancing – Distribute client connections between access points based on airtime utilization to ensure
proper segmentation of client traffic to maximize performance for all clients.

•

Fast Secure Roaming – The Wi-Fi Alliance® Voice-Enterprise certification allows APs to suggest to client
devices when and where they should roam and provides a standardized sub-50ms roaming procedure
between APs. This is particularly useful when balancing client loads across a group of APs due to heavy
application use on specific APs. Other fast roaming techniques such as PMK caching and Opportunistic
Key Caching (OKC) can also provide improved performance when both APs and clients support it.

•

Performance Optimization – Optimize network performance through data rate customization and granular
Quality of Service (QoS) controls for converged devices. Modern Wi-Fi networks must be application-aware
to identify and prioritize real-time, latency-sensitive traffic from a mixed client population and
accommodate smart devices that use multiple applications with varying traffic handling requirements on a
single SSID. Avoid inflexible QoS controls that tie a single traffic priority to all clients and applications on an
SSID.

•

Mixed Client Coexistence – Provide optimal performance for legacy and modern Wi-Fi client devices on
the same network through Dynamic Airtime Scheduling or “airtime fairness”. This ensures that legacy clients
do not monopolize airtime or significantly degrade network performance of modern high-speed clients. This
feature also prevents “airtime hogging” by clients operating with poor radio link quality (at lower data
rates, weak SNR, sticky clients operating at a distance from the AP, or clients that are penetrating an RF
obstacle).

•

SLA Monitoring and Remediation – Establish minimum performance targets with client service level
assurance (SLA) and provide automatic remediation through the band steering, load balancing, and
airtime boost features. Airtime boost dynamically allocates more airtime to a specific client to help it meet
its SLA.

•

Rate-Limiting – Establish a maximum throughput limit to ensure greedy clients (for example, those using
BitTorrent) do not starve other clients of available bandwidth via per-user or per-group rate limiting. Ratelimiting functionality is important to prevent mobile devices from consuming excessive network bandwidth
for cloud storage and collaboration services.
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•

Enhanced Visibility – Provide intuitive network and client health monitoring for network administrators and
help desk personnel using SLA compliance metrics, client health scoring, and integrated spectrum analysis.
Proper visibility allows you to perform continual network assessment and optimization as the environment
changes, which is critical in high-density environments.

•

Simplified Security Options – Organizations should not have to sacrifice security for performance, or vice
versa. The unique Aerohive private preshared key (private PSK) feature provides enterprise-grade security
for employees, guests, and consumer grade Wi-Fi equipment without requiring the use of complex
802.1X/EAP protocols or RADIUS servers. Some client devices might not support RADIUS authentication or
802.1X fast secure roaming, or the RADIUS and directory services might not be highly available on the local
LAN, or basic PSK security might not be sufficient. In these cases, private PSK can provide a high level of
security without affecting network availability or roaming performance.

More information can be found in the WLAN Buyer’s Guide: The definitive guide for evaluating enterprise WLAN
networks, available on the Aerohive website.

Client Devices
The first step is to identify the client device types that will be supported within the environment, their quantities, and
their wireless radio capabilities. The wireless network must serve all client devices simultaneously. Since Wi-Fi
leverages a shared RF medium, the network design and configuration must balance requirements between all
clients. This often requires a “lowest common denominator” approach to network design and implementation to
accommodate the needs of all clients. Understanding the trade-offs and network design options first requires
knowledge of the client devices that the Wi-Fi network will support.
Identify specific device models if possible so that you can gather detailed wireless radio characteristics and
integrate them into the Wi-Fi network design and configuration. However, in some circumstances, such as public
events, you cannot know the specific device models before the event. In such cases, identify generic device
categories that are likely to be used and integrate the wireless radio capabilities for such devices into the network
design.
Gather the following wireless radio capabilities for client devices:
•

Wi-Fi Radio Type
Identify the type of client radio and which Wi-Fi Alliance® certifications 2 it has passed (for example,
802.11b/g/a/n). This will aid in your network design by determining the data rates supported, application
throughput capabilities, and if 802.11b support is required on the network. Legacy 802.11a/b/g clients and
single-stream 802.11n (1x1:1) clients typically require greater signal strength from the AP to maintain high data
rates compared to multiple-stream 802.11n clients. The lack of MIMO (Multiple Input, Multiple Output) capability
generally means a lack of advanced digital signal processing techniques, such as maximal ratio combining
(MRC), when receiving transmissions from APs and can result in higher error rates and frame loss when signal
strength is weak. Understanding these differences will aid in network design and ensure proper coverage and
performance for all clients on the network.
A high-density Wi-Fi network typically disables 802.11b data rates to improve overall network capacity and
performance. Frames transmitted at the low DSSS and HR/DSSS data rates consume significantly more airtime
than frames transmitted at higher OFDM data rates used by 802.11g and 802.11n. Therefore, elimination of the
DSSS and HR/DSSS data rates used by 802.11b clients will increase the overall capacity of the channel by

2

Wi-Fi Certified Products (Wi-Fi Alliance).
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reducing airtime utilization. Elimination of 802.11b data rates also reduces the need for protection mechanisms
such as RTS/CTS and CTS-to-Self, which can reduce throughput for all clients on the channel by up to 40%.
However, if the network must support a single 802.11b client, then all APs and clients must accommodate this
requirement and allow use of at least one 802.11b data rate. The trade-offs associated with balancing the
performance and capacity needs of a high-speed network with the need to maintain support for previous
generations of low-speed clients are common on Wi-Fi networks. While Wi-Fi standards have continually
evolved to provide increasing speed and capabilities, a focus on backwards-compatibility has been central to
its increasing adoption, ubiquity, investment protection for consumers, and overall success.
It is highly recommended to support only 802.11n clients on high-density Wi-Fi networks whenever possible due
to efficiencies in protocol operation that reduce network overhead (discussed in the “Sources of Wi-Fi Network
Overhead” section). Also configure a fairly high minimum data rate in most high-density deployments (for
example, 18 Mbps) to encourage clients to roam more aggressively to APs with sufficiently strong signal
strength. Doing so helps clients use higher data rates, which conserves airtime and increases overall channel
and network capacity.
•

Channel Support
Identify the wireless channels supported by client devices and design the Wi-Fi network with a channel reuse
plan that provides proper coverage and capacity. It is critical that the network design includes only those
channels that are supported by the entire client population to avoid creating dead spots. Dead spots are the
result of a network design in which a client device has no supported channel in a given physical area. Among
clients that support dual bands, 5 GHz DFS channels (UNII-2 and UNII-2 Extended) are the least likely to be
supported.
DFS channels are 52-64 and 100-144 in the United States, Canada, Europe, Japan, Australia, and New
Zealand.
Some mobile devices and low-end laptops operate in only a single frequency band to reduce price and to
increase battery life. This reduction in functionality means that manufacturers opt for trade-offs in equipment
design, such as a single-band 2.4 GHz Wi-Fi chipset. While this allows full functionality within most home
environments, it can present significant challenges in multiple-AP enterprise environments where capacity in
the 2.4 GHz frequency band is often constrained. As integrated dual-band Wi-Fi chipsets commoditize to nearly
equivalent price levels as single-band chipsets and battery performance improvements are realized with the
future release of 802.11ac (5 GHz), mobile devices will eventually offer better integration into high-capacity
environments. Until that time, you must design Wi-Fi networks with these constraints in mind. It is important to
identify the percentage of the client population that only operates in the 2.4 GHz frequency band (single-band
devices) and determine the desired client ratio between 2.4 GHz and 5 GHz frequency bands. Then use this
information to perform proper network capacity planning and configure client band steering to provide the
optimal balance of clients between frequency bands.
See the appendix for a requirements gathering worksheet and the “Radio Profiles” section for details on
configuring band steering.
Finally, determine if clients support 40-MHz-wide channels. Wider channels facilitate greater peak throughput
but reduce available spectrum for reuse by colocated or adjacent Wi-Fi cells. Many mobile clients and
consumer devices do not support 40-MHz channels.
You can research channel support through local regulatory certification databases, such as the FCC 3, Industry
Canada 4, and European Union CE Mark. Alternatively, if you have a particular device model, you can test for

3

FCC ID Search Form (Federal Communications Commission, Office of Engineering and Technology).
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channel support by capturing association requests from the device with a wireless sniffer or Aerohive AP
operating in promiscuous mode, and then using a protocol analyzer to inspect the Supported Channels
information element. This information element lists the channels supported by the device. Alternatively, you can
attempt to connect it to an AP operating on various channels with various channel widths and verify both the
connectivity and data rates that it supports.
•

Transmit Power Output
Identify the transmit power output capabilities of client devices for integration into the Wi-Fi network coverage
design. Then design your Wi-Fi network to provide high-quality, bidirectional communication between clients
and access points with low error-rates, low frame-loss and symmetrical signal quality.
Poor transceiver capability (low output power, low antenna gain, low receive sensitivity) in some mobile
devices requires careful infrastructure planning and high-grade infrastructure hardware to avoid creating
asymmetric link quality, often referred to as the “Unbalanced Power Effect.” When access points transmit at
substantially higher power output than client devices, clients may discover and associate to APs due to a
sufficiently high receive signal strength. However, the AP might not be able to receive such a high quality signal
due to the lower transmit power output capability of the client. In these situations, it is common to see good
downstream link quality (AP-to-client) with poor upstream link quality (client-to-AP), usually with high error rates
and frame loss on the uplink due to poor mobile device transceivers, poor receive sensitivity on the APs, or poor
AP antenna gain. High quality enterprise-grade access point hardware with improved Receive Sensitivity can
help compensate for low client transmit power, but it cannot eliminate this effect completely. In a mixed client
environment, the infrastructure must balance the needs of all clients on the network. Therefore, access points
should operate at similar power output levels as client devices, to facilitate proper AP selection and association
by client devices for high-quality bidirectional communication.
You can research client power output through manufacturer-supplied documentation, local regulatory
certification databases as referenced in the previous “Channel Support” section, or by contacting the device
manufacturer directly.
Additionally, the IEEE 802.11k amendment includes provisions for radio resource management and dynamic
power level negotiation between clients and access points. The forthcoming Voice-Enterprise certification by
the Wi-Fi Alliance® includes radio resource management (RRM) capabilities from the 802.11k amendment.
However, support for this capability has not been adopted by manufacturers to-date.

•

Maximum Wi-Fi Data Rate
Once you identify the radio type (802.11a/b/g/n), including the supported number of 802.11n spatial streams
and channel width, use the Wi-Fi Data Rate reference in the appendix to determine the maximum Wi-Fi data
rate that the device can achieve. Data rates are determined by a number of variables, including modulation,
guard interval, coding ratio, number of spatial streams, and channel width. For high-density Wi-Fi environments,
a 20-MHz channel width and 800-ns guard interval (GI) should typically be assumed. This is described in greater
detail in the “High Density Wi-Fi Network Design” section.
The maximum data rate is important for determining how fast a client can transmit and receive data, which
affects the amount of airtime it consumes. In properly designed high-density Wi-Fi networks, clients should have
strong signal strength and a high signal-to-noise ratio (SNR), which allows them to use high data rates a larger
percentage of the time.

4

Radio Equipment List (Industry Canada, Certification and Engineering Bureau).
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•

Maximum TCP/IP Throughput
Due to various sources of network overhead, the maximum Wi-Fi data rate does not represent the actual
application throughput. To estimate the maximum amount of TCP/IP throughput that a client can achieve, you
must first determine the amount of network overhead either through live network testing under load or through
an educated assumption. The sources of Wi-Fi network overhead are described in greater detail in the “Sources
of Wi-Fi Network Overhead” section.
Live network testing is the best and most accurate method of determining the actual throughput capabilities of
a device. Whenever possible, you should perform testing with the same client devices that will connect to the
network. The actual network equipment and configuration settings that will be deployed in production should
be used, and the anticipated network load (number of clients, application traffic) should be emulated to
account for network overhead from medium contention.
However, if you cannot test with the actual devices before deployment, then an educated assumption will still
aid in network planning. Historically, Wi-Fi professionals have found, through real-world measurements, that
good estimates for network overhead when using TCP-based applications are around 60% for legacy
802.11a/b/g networks and can be as low as 40% for 802.11n networks. You should use a value within this range,
with 40% being an aggressive performance loss estimate and 60% being more conservative. To estimate the
maximum throughput for each device, multiply the maximum Wi-Fi data rate by the inverse of the network
overhead. For example, an 802.11n single-stream client with a 65 Mbps maximum data rate and a network
overhead assumption of 60% yields a maximum TCP throughput estimate of approximately 26 Mbps: 65 x (100%
- 60%).
For UDP and multicast-based applications, always try to perform live network testing to determine the maximum
achievable throughput for each client device. However, a reasonable estimate is typically around 40% network
overhead, with higher achievable throughput than TCP-based applications. For example, an 802.11n singlestream client with a maximum data rate of 65 Mbps and a network overhead assumption of 40% yields a
maximum UDP throughput estimate of around 40 Mbps: 65 x (100% - 40%).

•

Device Quantity
Determine the total quantity of each device type that will be in the environment. If you know this and the
application throughput requirements for each device, you can estimate the peak network load and forecast
the required aggregate AP capacity to support all client devices concurrently. List the quantity for every
individual device model or category separately because differences in client device capabilities affect
throughput and capacity estimates.

Common client device categories and capabilities:
Device
Category

Wi-Fi
Radio Type

Channel
Support*

Channel
Width

Transmit
Power Output

Maximum Data Rate
20MHz/40MHz

Feature Phones

802.11b/g

1-11

20 MHz Only

11dBm

54 Mbps

Smart Phones

802.11n
1x1:1

1-11

20 MHz Only

11 dBm

65-72 Mbps

Low-End Tablets

802.11n
1x1:1

1-11, 36-48,
149-161

20 MHz Only

11-14 dBm

65-72 Mbps
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Device
Category

Wi-Fi
Radio Type

Channel
Support*

Channel
Width

Transmit
Power Output

Maximum Data Rate
20MHz/40MHz

High-End Tablets

802.11n
1x1:1

1-11, 36-48,
52-64, 100-140,
149-161

20/40 MHz
Only

11-14 dBm

65-72 Mbps/
135-150 Mbps

Netbooks

802.11n
1x2:2

1-11, 36-48,
149-161

20/40 MHz

11-17 dBm

72 Mbps (Up)
144/300 Mbps (Down)

Low-End Laptops

802.11n
2x2:2

1-11

20 MHz Only

17-20 dBm

144 Mbps

Mid-Range
Laptops

802.11n
2x3:2

1-11, 36-48,
149-161

20/40 MHz

17-20 dBm

144/300 Mbps

High-End Laptops

802.11n
3x3:3

1-11, 36-48,
52-64, 100-140,
149-161

20/40 MHz

17-20 dBm

216/450 Mbps

802.11a/b/g

1-11, 36-48,
149-161

20 MHz Only

11-16 dBm

54 Mbps

VoIP Handsets

This chart references channels from the FCC regulatory domain only.
Knowing the client device inventory and their capabilities provides the following input into subsequent Wi-Fi
network design and configuration:
•

802.11b Support – Based on the presence of 802.11b-only client devices

•

Wi-Fi Channel Set – Based on common channels that all client devices support

•

40-MHz Channel Width Support – Based on client support of wide channels, decision on DFS band support, and
the channel reuse plan (discussed in the “High-Density Wi-Fi Network Design” section)

•

Percentage of Single-Band Client Devices – For use in network capacity planning

•

AP Wi-Fi Transmit Power Output – Based on client power output capabilities

Applications
Once you have identified the client devices and their radio capabilities, you must next determine the applications
that will be used and their performance requirements (throughput and QoS). A thorough understanding of the
application requirements will provide the necessary information to design a successful WLAN that meets
organizational needs.
Through this process, you can identify the critical and non-critical applications and establish a target application
throughput level for each device that is required for successful operation.
The following table lists common application classes and typical bandwidth requirements. Additionally,
recommended QoS classes are provided for both Layer 2 and Layer 3. These QoS classes are based on common
network best practices but should be tailored to each environment to ensure integration with existing network
policies and consistency with an end-to-end QoS implementation.
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Common application classes, throughput requirements, and recommended QoS classes:
Application Class

Required Throughput

QoS Class (Layer 2 / Layer 3) 5

Web-browsing/email

500 Kbps–1 Mbps

WMM 0 (BE)/DSCP 0

Video Conferencing (example: WebEx 6)

384 Kbps–1 Mbps

WMM 5 (VI)/DSCP AF41 (34)

1–1.5 Mbps

WMM 4 (VI)/DSCP CS4 (32)

2–5 Mbps

WMM 4 (VI)/DSCP CS4 (32)

2.5–8 Mbps

WMM 4 (VI)/DSCP CS4 (32)

Apple FaceTime 10

900 Kbps

WMM 5 (VI)/DSCP AF41 (34)

YouTube 11 video streaming

500 Kbps

WMM 0 (BE)/DSCP 0

Printing

1 Mbps

WMM 0 (BE)/DSCP 0

File Sharing 12

5 Mbps

WMM 0 (BE)/DSCP 0

2–4 Mbps

WMM 4 (VI)/DSCP CS4 (32)

85–150 Kbps

WMM 4 (VI)/DSCP CS4 (32)

600–1,800 Kbps

WMM 4 (VI)/DSCP CS4 (32)

20 Kbps (per App)

WMM 4 (VI)/DSCP CS4 (32)

Uses available bandwidth

WMM 1(BK)/DSCP CS1 (8)

5 Kbps

WMM 3 (BE)/DSCP CS3 (24)

27–93 Kbps

WMM 6 (VO)/DSCP EF (46)

SD video streaming (example: Netflix 7, Hulu 8)
HD video streaming (example: Netflix, Hulu)
Apple TV 9 streaming

E-Learning and Online Testing
Thin-client (example: RDP 13, XenDesktop 14)
Thin-client (with video or printing)
Thin-apps (example: XenApp 15)
Device Backups (example: cloud services)
VoIP Call Signaling (example: SIP)
VoIP Call Stream (codec 16 dependent)

These application classes are provided as a general reference only. You should research specific application
requirements from the product developer.
Give special consideration to video applications due to their typical requirements for high bandwidth and low
latency. Video applications should use a Constant Bit-Rate (CBR) codec to control the performance and user
experience, which ensures that the first few clients do not consume a large amount of bandwidth if using a
Variable Bit-Rate (VBR) video codec. In addition, consider using multicast transmission for HD video streams of

The QoS Baseline At-A-Glance (Cisco Systems, Inc., 2005)
WebEx Network Bandwidth White Paper (Cisco Systems, Inc., 2010)
7 Hunt, Neil, Encoding for streaming (Netflix, 2008)
8 Hulu Plus System Requirements (Hulu, 2012)
9 Apple TV (2nd and 3rd Generation): Troubleshooting playback performance (Apple, Inc., 2012)
10 FaceTime for Mac: About HD video calling (Apple, Inc., 2011)
11 YouTube Help, Watching Videos, System Requirements (Google, Inc., 2012)
12 Zimmerman, Tim, Best Practices for WLAN Site Surveys That Save Money (Gartner, Inc., 2012)
13 Remote Desktop Protocol Performance Improvements in Windows Server 2008 R2 (Microsoft, 2010)
14 XenDesktop Planning Guide: User Bandwidth Requirements (Citrix Systems, Inc., 2010)
15 ICA Client Bandwidth Analysis (Citrix Systems, Inc., 2001)
16 Enterprise QoS Solution Reference Network Design (Cisco Systems, Inc., 2005)
5
6
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greater than 2 Mbps to increase client capacity in a high-density setting where multiple clients will be receiving the
stream. However, multicast transmission can be less reliable than unicast transmission because clients do not
acknowledge the data they receive and the server does not retransmit data if it is corrupted in transit. You can
enable multicast-to-unicast conversion to improve reliability (see the “Network Configuration” section), but doing so
will reduce the number of clients that APs can support concurrently. Be sure to make note of any applications used
internally that are based on UDP or multicast, as client performance and throughput capabilities are typically
substantially different due to the lower overhead that these protocols use.
Knowing the application requirements provides the following input into subsequent Wi-Fi network design and
configuration:
•

Target Application Throughput Levels (per Device) – Based on critical applications on each device type and
application throughput requirements

•

Client SLA Target Throughput – Based on target application throughput levels; applied to different user groups

•

Per-User Rate Limits – Based on maximum application throughput requirements plus a recommended
additional 20% to accommodate temporary application bursts

Forecasting AP Capacity
Once the client device and application requirements have been identified, you can forecast the required access
point radio capacity (and subsequently estimate the number of APs) to aid in Wi-Fi network design. The forecast is
derived by estimating the network load (based on airtime) required for each client device to achieve its targeted
application throughput level. This is represented as a percentage of airtime that will be consumed per-device on
an AP radio, with the aggregate sum being used to forecast the required AP capacity to support all clients
concurrently.
First, determine how much airtime the target application throughput level will consume on each device type by
dividing the required throughput by the maximum TCP or UDP throughput the device can achieve. For example, a
1 Mbps TCP video application running on an Apple iPad mini that can achieve a maximum 30-Mbps TCP
throughput on a 20 MHz channel yields an airtime consumption of 3.33% per device on a particular channel. This
means that every iPad mini device running the video application requires 3.33% of the capacity of a single access
point radio (assuming no outside noise or interference). Perform this calculation separately for every device type
that will be supported in the environment. If you are using 40 MHz channels in the 5 GHz frequency band, perform
this calculation separately for both frequency bands with dual-band capable clients. This is required since the
airtime consumed on a 40 MHz channel for the same application throughput level is less than a 20 MHz channel. For
example the same Apple iPad mini will consume only 1.66% airtime on a 40 MHz channel due to the higher peak
data rate.
You can also use the airtime consumption value to estimate of the number of devices that a single AP radio can
support (when all devices are of the same type). This can be useful in environments where the client device
population is controlled by the organization and client distribution is well known (for example, a classroom
environment where all students use the same type of device during the lesson plan). To estimate the number of
devices supported on a single AP radio, divide the individual device airtime consumption value into 80%. An
individual Wi-Fi channel saturates around 80% of airtime utilization. Therefore, the total capacity of a single AP radio
is 80% divided by the airtime required per device. For example, a single 2.4 GHz AP radio operating at 20 MHz
channel width serving only Apple iPad mini devices running a 1-Mbps TCP video application could support a
maximum of 24 devices concurrently (80/3.33).
Second, multiply the quantity of devices for each device type by the required airtime for each device to determine
the total airtime required for those devices. If you are using 40 MHz channels in the 5 GHz frequency band then you
will need to split dual-band capable clients between both frequency bands (based on the desired band steering

High Density Wi-Fi Design & Configuration Guide | 20

ratio) to accurately determine their airtime consumption. Once the total airtime is determined, divide it by 80% to
determine the number of AP radios required to support those devices in the environment. For example, if there are
75 total Apple iPad minis on 2.4 GHz and each one consumes 3.33% airtime, then a total of 3.12 AP radios are
required to support all 75 devices concurrently: (75 * 3.33%) ÷ 80%. Perform this calculation individually for every
client device type that you expect will be in the environment.
Finally, add the number of AP radios needed to support each client device type to determine the total number of
AP radios required in the environment; round up if necessary. Adjust the number of radios if only a percentage of
clients will be connected to the WLAN concurrently. If all client devices will be online concurrently, then no
adjustment is necessary. Since most deployments use dual-radio APs, divide the adjusted number of AP radios by
two to forecast the number of dual-radio access points needed to support the identified devices and applications.
If a fractional number results, round up.
It is important to understand that the forecasted AP capacity is only an estimate; the final capacity will likely be
slightly different. The forecast is useful as an initial starting point for the Wi-Fi network design, especially in
circumstances where a preliminary project budget or Bill of Materials (BOM) must be determined prior to facility
construction. Use the forecasted AP capacity as input into a predictive RF site survey to ensure sufficient capacity,
not simply coverage, exists to serve the anticipated client base. The site survey process verifies your AP capacity
forecast and will likely need to be changed due to facility characteristics that require higher capacity by colocating APs or coverage in less-common areas such as hallways, stairwells, bathrooms, and elevators.
Through the process of requirements gathering, you are now armed with adequate information about the client,
application, and network infrastructure to begin the planning and designing the network deployment.
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Network Planning and Design
When deploying a high-density wireless network, you need a firm understanding of radio frequency characteristics
and the capacity of unlicensed frequency bands that Wi-Fi networks use. Your network design must account for
both the RF network and wired infrastructure, including related services such as AAA (authentication, authorization,
and accounting), routing, switching, cabling, WAN/Internet circuits, security components, and network
management systems.

High-Density Wi-Fi Network Design
A high-density WLAN must meet both coverage and capacity demands. Coverage requirements have typically
been used to design convenience-oriented wireless networks where adequate signal quality throughout the service
area was sufficient to meet the demands of only a few wireless users. However, the demand for Wi-Fi connectivity
has substantially increased and Wi-Fi networks are increasingly leveraged as mission-critical resources. Wi-Fi
networks are becoming the primary network connection method for many users and businesses. As the Wi-Fi client
population continues to grow at a substantial rate, with trends such as the proliferation of mobile devices, bring
your own device (BYOD), consumerization of IT, and always-on connectivity, designing for wireless coverage is no
longer sufficient. Wireless networks must be designed to meet the capacity demands of a large number of clients.
Before designing a high-density WLAN, it is critical to understand the factors influencing wireless network capacity.
Two major factors include Wi-Fi network overhead, which limits the capacity within a single Wi-Fi cell, and the
available spectral capacity of unlicensed frequency bands, which influences cell sizing and channel planning. With
a clear understanding of these factors, you can design a network that minimizes co-channel interference and
allows for increased colocation of APs for higher capacity within a single physical area.

Sources of Wi-Fi Network Overhead
A common question asked about Wi-Fi networks is why the advertised data rate is not equivalent to the
performance experienced by wireless clients. For instance, why does the 450-Mbps data rate advertised on modern
802.11n access points and clients not equate to 450-Mbps client throughput? The answer lies in network overhead.
Many sources of network overhead are necessary to provide a stable, reliable, and backwards-compatible Wi-Fi
network. Many of these sources are built into the IEEE 802.11 protocol that defines operational requirements for Wi-Fi
networks. However, external sources also exist that can negatively impact wireless network performance and
should be minimized or avoided if possible. Network overhead can account for a large percentage of overall
capacity (airtime), typically in the range of 40-60% on a normal, well-performing Wi-Fi network. The exact amount
varies based on AP and client capabilities (protection mechanisms, frame aggregation, and modulation types),
network configuration (data rates and number of SSIDs), network load (medium contention and error rates), and
the amount of RF interference present in the environment. Newer WLAN standards, such as 802.11n, bring protocol
improvements that enable the network to operate more efficiently, reduce overhead, and thereby provide greater
system throughput.
The most significant sources of overhead include frame encapsulation, medium contention, frame collisions,
positive frame acknowledgement, backward compatibility protection mechanisms, management frame
overhead, off-channel scanning, power-save operations, and external sources of RF interference.
Frame Encapsulation
Frame encapsulation provides critical information for the successful operation of Wi-Fi networks. This includes PHY
(physical layer) preamble and header, MAC (media access control layer) headers, and a frame integrity check
trailer. The PHY layer preamble allows a receiving station to lock onto the incoming signal for proper reception while
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the PHY layer header provides information on the data rate of the incoming frame, which is necessary for proper
signal demodulation and data retrieval.
The MAC header conveys information on frame addressing and delivery, quality of service (QoS) handling, and
encryption, among other uses. Finally, a frame trailer provides a cyclic redundancy check so the receiving station
can verify that the frame was not corrupted in transit. A depiction of frame encapsulation at the MAC layer for a
WPA2 (AES-CCMP) frame is depicted below.
Every frame transmitted over the air must include these frame encapsulation components.

Figure 1

Frame encapsulation at the MAC layer

Medium Contention: Collision Avoidance and Frame Aggregation
To understand medium contention, it is helpful to understand the wireless medium upon which Wi-Fi operates.
Wireless technologies use radio frequencies transmitted across open air, which is inherently an unbounded and
shared medium. Wi-Fi in particular uses a medium contention protocol called CSMA/CA (Carrier Sense Multiple
Access, Collision Avoidance). In comparison, Ethernet uses CSMA/CD (Carrier Sense Multiple Access, Collision
Detection). What they both have in common is the need to perform Carrier Sense (CS) for medium idle/busy
detection on a Multiple Access (MA) network segment. One main difference between Ethernet and Wi-Fi is how
collisions are identified (Collision Avoidance versus Collision Detection) and how stations are granted access to the
medium once it is found to be idle.
Ethernet stations can detect collisions over the wire because a portion of energy is reflected back to the transmitter
when a collision occurs. Therefore, Ethernet uses a “transmit, then check for collisions” approach to medium
contention and collision detection. Technically, this is called 1-persistent CSMA because Ethernet stations transmit
with 100% probability when the network is idle. This allows Ethernet stations to minimize overhead by transmitting
immediately after the previous frame transmission once the medium is idle. Additionally, Ethernet stations can
detect collisions on the wire very fast, within the first 50µs of the frame, which is why Ethernet frames must be
padded out to a 64-byte minimum length. When stations detect a collision, it immediately ceases transmission of
the remaining frame to reduce wasted network overhead and reactively implements a backoff procedure to
minimize the probability of a subsequent collision.
However, Wi-Fi stations cannot detect collisions over the air and use a more cautious “randomized transmit”
medium contention approach. Technically, this is called p-persistent CSMA, where "p" indicates the probability of
transmission when the medium is found to be idle after it was previously busy (perhaps due to a previous frame
transmission). This is largely due to the inherent differences of electromagnetic signaling over guided versus
unguided media (copper or fiber cabling versus the air). Therefore, Wi-Fi stations must implement collision
avoidance instead of collision detection, which randomizes network access among multiple stations. Randomized
network access is beneficial when multiple stations have queued traffic awaiting transmission, yet the medium is
busy. The previous frame transmission and access deferral serve to align subsequent transmission attempts by
multiple stations, and without randomized access, there is a much higher probability of frame collisions. Coupled
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with the inability to detect collisions over the air, multiple stations would continue transmitting at the same time for
the full length of the frame, wasting large amounts of airtime and causing significant network overhead. Wi-Fi
collision avoidance mechanisms include inter-frame spacing for different types of frames (control versus data
frames) and a randomly-selected contention window value.
Inter-frame spacing provides priority access for a select few types of control frames necessary for proper network
operation. The Short InterFrame Spacing (SIFS) value is used for acknowledgements that must directly follow the
previous data frame; DCF InterFrame Spacing (DIFS) is used for non-QoS data frames; Arbitrated InterFrame
Spacing (AIFS) is used for QoS data frames and is variable based on the WMM Access Category (AC) to which the
frame is assigned. Before every frame transmission, Wi-Fi stations select a random timer value within the contention
window range and countdown until the timer expires (unless the medium was idle immediately prior, in which case
the contention window timer may be skipped). Only then are stations allowed to transmit the frame if the medium is
still idle. If a collision occurs (as implied by the absence of an acknowledgement frame), then the transmitting
stations increase the contention window size to reduce the probability of a subsequent collision. When WMM QoS is
in use, both inter-frame spacing and the contention window size vary based on the WMM AC to which the frame
belongs, providing a statistical advantage for higher priority traffic over lower priority traffic. This method of
probability-based medium contention introduces a large amount of network overhead to minimize the possibility of
a frame collision.

Figure 2

802.11 medium contention

Wi-Fi stations can skip the contention window process if the medium is idle immediately preceding their frame
transmission (for a length of time equal to one inter-frame space). This allows slightly faster network access and
less overhead on networks with few clients and low channel utilization.
802.11n APs and clients can use frame aggregation to reduce medium contention by combining and sending
multiple frames at once. Two types of frame aggregation exist. A-MSDU (Aggregate MAC Service Data Unit)
combines multiple data payloads from higher layer protocols (such as IP packets) above the MAC layer, typically
from the same application, into a single Layer 2 frame up to 7,935 bytes in size. Each original frame becomes a subframe, which includes a partial MAC header containing only the source and destination addresses and length. AMPDU (Aggregate MAC Protocol Data Unit) combines multiple layer 2 frames together, after MAC processing has
occurred, into a single Layer 2 frame up to 65,535 bytes in size. Each original frame is encrypted separately before
aggregation, includes a complete MAC header, and can be destined to different applications at the same
destination address. A-MPDU prevents acknowledgement of individual frames within the aggregate frame, thus
block acknowledgements are required. A-MPDU offers greater performance gains than A-MSDU and is more widely
supported by manufacturers. Frame aggregation significantly reduces network overhead, improves throughput,
and increases overall network capacity.
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Frame Collisions
Network load (channel utilization) also has an effect on medium contention and the amount of network overhead.
As channel utilization increases within a high-density environment, the likelihood grows that multiple stations will
select the same random backoff timer from the initially small contention window range. This applies to all Wi-Fi
transmitters operating on the same frequency, whether they are APs or clients. When multiple stations select the
same timer value they will transmit frames at the same time resulting in a collision. Wi-Fi transmitters are incapable of
detecting collisions since there is no direct return path for the RF energy that is dispersed out into an expanding
wave front over the air. Therefore, both stations fail to realize that a collision has occurred until the entire frame has
been transmitted and there is an absence of frame acknowledgement from the intended receiver. Each
retransmission attempt results in the contention window doubling in size (binary exponential backoff), from which
the random backoff timer is selected. For these reasons, collisions on a Wi-Fi network are more severe and result in
more network overhead than on an Ethernet network where frame collisions can be detected very quickly during
transmission of the frame preamble.
Positive Frame Acknowledgement
Positive frame acknowledgements are required since Wi-Fi stations cannot directly detect collisions over the air and
because the medium is not reliable, which can result in frame loss or corruption due to various sources of signal
attenuation or RF interference. Therefore, for the Wi-Fi network to provide a reliable link-layer transport of frames
between stations, the receiver must inform the transmitter that the frame was properly received. This occurs when
the receiver sends back a short acknowledgment frame indicating successful reception of the immediately
preceding data frame. Positive frame acknowledgement is a large source of network overhead on Wi-Fi networks.
802.11nstations can minimize this source of overhead by using block acknowledgements, which allow the
transmitting station to send multiple data frames before receiving an acknowledgement from the receiver. By
eliminating the need to acknowledge each individual frame, more network capacity is available for data
transmission, resulting in better system performance. This is due, in part, to the half-duplex nature of 802.11, which
relies on the same channel (frequency) for bi-directional communication. The block acknowledgement indicates
which frames were received successfully and which were not, allowing selective retransmission of only the frames
that were not properly received (similar to TCP selective acknowledgements at Layer 4 in the OSI model).
Protection Mechanisms
Backwards compatibility protection mechanisms ensure the coexistence of older WLAN clients with newer ones. This
need arises because older clients cannot interpret transmission at higher data rates by newer clients due to
different modulation and encoding techniques. Therefore, newer clients need to transmit RTS/CTS or CTS-to-Self
control frames at the legacy data rate before transmitting their higher-speed data frames. This ensures that older
clients receive the RTS/CTS frames and appropriately set their NAV (“network allocation vector”, which is a type of
internal back-off timer) to defer transmission for the length of time indicated for completion of the subsequent
higher-speed data frame transmission. Most modern clients automatically implement CTS-to-Self mechanisms for
protection when the AP indicates that older clients are associated or detected within range. RTS/CTS must be
manually enabled, but is more thorough in protecting a frame transmission from corruption because it prevents
hidden node issues and allows all clients within the cell to hear the CTS frame when it is transmitted by the AP.
RTS/CTS introduces significantly more overhead than CTS-to-Self while providing minimal additional benefit in most
scenarios.
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Figure 3

RTS/CTS protection overhead

Protection mechanisms occupy network airtime and increase network overhead in mixed client environments,
often as much as 40%. Deploying and supporting only newer WLAN clients can avoid this source of overhead to a
large extent. It is highly recommended to disable support for 802.11b clients for two reasons: to prevent slow-speed
data frames transmitted at 1, 2, 5.5, and 11 Mbps from occupying a large amount of airtime, and to reduce the
need for protection mechanisms by 802.11g and 802.11n clients. If possible, also disable support for 802.11g and
802.11a clients to prevent the need for protection mechanisms by 802.11n clients.
Management Frame Overhead
Network advertisement and discovery through the use of beacon frames from APs and probe requests from clients
also introduce network overhead. Every SSID on a wireless network results in a beacon frame from every AP at a
regular interval−every 102.4 ms by default (or approximately 10 beacons per-second). Therefore, as the number of
SSIDs increases, so too does the network overhead required for the transmission of these beacon advertisement
frames. In a high-density environment, limiting the number of SSIDs to three or fewer can significantly minimize
network overhead. In addition, disabling lower data rates for beacons by setting a higher minimum basic data rate
will aid in minimizing the airtime used by beacon frames, which are sent at the lowest configured basic data rate.
Active network scanning by clients is another source of network overhead. Clients typically send probe requests to
maintain a list of available access points for roaming. The timing and quantity of client probing varies between
manufacturers, which implement roaming algorithms differently. However, adjusting the roaming algorithms and
scanning behavior is often possible within client software. Whenever possible, it is helpful to adjust client scanning to
only those channels in the network infrastructure. For instance, you might limit client probing in the 2.4 GHz band to
channels 1, 6, and 11. This will reduce network overhead and often speed client roaming.
Off-Channel Scanning
Enterprise-class WLAN systems use off-channel scanning to provide optimal channel selection via radio resource
management (RRM), for security scanning to detect the presence of rogue access points, and to provide intrusion
prevention as part of integrated wireless intrusion prevention system (WIPS). When access points go off-channel to
perform these functions, they cannot serve clients. This causes APs to buffer data frames destined for wireless clients
and lose data frames transmitted by clients while the APs are off-channel. The amount of network overhead
introduced by off-channel scanning is directly related to the amount of time spent scanning other channels and
the number of simultaneous clients attempting to transmit on the channel. Networks relying on the same Wi-Fi
infrastructure that serves clients to detect and mitigate security events must balance security and performance
requirements. However, leveraging a dedicated WIPS overlay infrastructure can reduce network overhead and
result in improved performance. Most enterprise manufacturers provide default off-channel scanning processes
that are adequate for networks of moderate use. In high-density networks, it is often beneficial to fine-tune RRM
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and WIPS services to minimize or eliminate off-channel scanning during times of high-density operation. Take care
with automatic rogue AP and client mitigation features, which can cause one or multiple APs to go off-channel
more frequently to respond to security alarms. Consider disabling this feature for any AP that will participate in
providing high-density services.
Power Save Functions
Power saving functions, which portable and mobile clients use to maximize battery life, introduce network
overhead due to the use of control and data frames to signal power save status to the AP and to retrieve buffered
data frames. Multiple methods of power saving exist, and each introduces different amounts of network overhead.
Legacy Power Save Mode is the most inefficient, requiring clients to send a PS-Poll control frame to retrieve every
frame that the AP buffers for it. A newer power save method, Unscheduled Automatic Power Save Delivery (UAPSD), was introduced with the WMM QoS protocol enhancements. It provides greater efficiency, allowing clients
to send uplink data frames that trigger the delivery of all downlink buffered frames from the access point. Client
settings can dictate how aggressively it performs power save operations and subsequently how much network
overhead it might introduce. At one end of the scale, clients might remain in the awake state and never go into a
power save state. At the other end of the scale, clients set to aggressive power save mode might go in and out of
a power save state frequently. You can minimize network overhead from power save operations through the use of
APs and clients that are capable of U-APSD and by fine-tuning the power save aggressiveness on client devices.
RF Interference
Finally, external sources of RF interference from non-Wi-Fi transmitters increases network overhead in two ways. First,
if the interference is at a high enough power level, it can cause Wi-Fi transmitters to interpret the wireless medium as
busy through their carrier sense mechanism and defer frame transmission until the amount of detected energy falls
below a specific threshold (the energy detection threshold). Second, if the amount of interference is below the
threshold, Wi-Fi stations might still transmit but the interference might still be significant enough to corrupt frame
reception. This results in retransmissions, which are a significant source of overhead. You can use a spectrum
analyzer, such as the one built into Aerohive APs, to identify sources of interference and remove them from the
physical environment if possible. If removing the source of interference is not possible, avoid using the channels
affected by the source of interference in that area. Perform spectrum analysis initially during the site survey process,
as well as during network operation to identify any interference that is introduced into the environment after
deployment.

Spectral Capacity and Channel Planning
Whereas network overhead limits the available capacity within any one Wi-Fi cell, the amount of available
unlicensed spectrum bounds the total capacity of a Wi-Fi network composed of multiple colocated and adjacent
cells in a defined physical space.
A cohesive wireless network requires coverage overlap between adjacent cells to facilitate uninterrupted service
for mobile clients as they roam through the environment. A high-density wireless network also requires colocated
Wi-Fi radios serving the same coverage area to meet the capacity demands of a large client population. All Wi-Fi
stations, including access points, that operate on the same frequency must contend for airtime with one another,
as described in the previous section. Therefore, placing multiple access points in the same service area and
operating on the same frequency does not increase capacity, but has the opposite effect of increasing medium
contention and effectively reducing capacity.
It is critical that adjacent or colocated Wi-Fi cells operate on different frequencies to reduce medium contention
and increase system capacity. When APs contend for airtime with one another, wireless professionals often refer to
it as co-channel interference (CCI) because it indicates improper network design and can often be avoided. When
co-channel APs (and clients) have strong enough SNR and can demodulate frames from one another, they defer
network access and share airtime capacity, which would be more accurately described as co-channel
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contention. If the SNR is too low to demodulate the frame, co-channel interference may increase the noise floor for
other APs and clients, resulting in lower SNR, data rates, and performance. When Wi-Fi stations operate on
nonoverlapping frequencies, they cannot receive transmissions from one another, and it less likely that their
transmissions will interfere with one another. In effect, segmenting groups of Wi-Fi stations onto different frequencies
makes the collision domain smaller. This serves to reduce medium contention to a smaller group of stations and
increases capacity within each cell.
Regulatory bodies such as the FCC dictate the maximum transmit power output in the unlicensed bands and
require the transmitted signal power to decrease by specific relative amounts (dB) at defined frequency offsets
from the main carrier signal, or the center channel frequency. Nonoverlapping channels are based, in part, by
these regulatory requirements. One way of depicting this frequency separation is by using a spectral mask, as
depicted in the figure below. Notice how the main signal lobe is at full power and sideband lobes decrease in
power as frequency offset from the carrier signal increases.

Figure 4

802.11n transmit spectral mask (20 MHz channel width)

Wi-Fi cells that are operating on overlapping channels (for example, channels 1 and 3) in close physical proximity to
one another can result in interference between the main signal lobes of the APs. This is referred to as adjacentchannel interference (ACI) and has a worse effect on performance than co-channel interference because Wi-Fi
stations often cannot demodulate the signal and instead perceive it as noise. This prevents carrier detection and
NAV mechanisms from properly detecting the medium as busy, forces the station to rely on raw energy detection,
which is less reliable, and can result in increased frame collisions and retransmissions.
The transmit power limits and spectral mask requirements imposed by various regulatory bodies reduce interference
but do not completely eliminate it. Adjacent Wi-Fi channels (for example, channels 36 and 40) are still at risk of
noise and interference from one another if they are in close physical proximity because signal emissions on
sideband lobes may interfere with the main signal lobe of another AP if the signal is too strong. Therefore, design
your wireless network so that adjacent Wi-Fi cells use nonadjacent Wi-Fi channels (for example, channels 36 and 44)
to reduce the risk of interference further by increasing frequency separation between adjacent cells. In addition,
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ensure that APs are placed a minimum of ten feet away from one another when using 3 dBi omnidirectional
antennas and operating at typical indoor power levels of 100 mW or less. Higher-gain antennas or higher-power
output can also increase the required distance between APs to prevent ACI.
The total amount of spectrum available in the unlicensed frequency bands serves as an upper bound for
aggregate Wi-Fi network capacity. You can increase spectral capacity within a physical coverage area by
deploying adjacent or colocated APs that operate on nonoverlapping channels and by applying a channel reuse
plan that minimizes co-channel interference. Adjacent APs are positioned within radio range of one another so that
they provide coverage for separate physical areas with only a portion of overlap to facilitate client roaming.
Colocated APs have a different purpose. They are positioned very close to one another to cover the same physical
area to support high client density and capacity. Significant differences exist in the amount of available unlicensed
spectrum between the 2.4 GHz ISM band and the 5 GHz UNII bands, which affects network design. At the same
time, advancements in Wi-Fi technology with 802.11n (and forthcoming 802.11ac) provide higher speed and
greater throughput within an individual Wi-Fi cell. These advancements aid in reducing the amount of required
spectrum to serve multiple clients concurrently within a single coverage area. A high-density Wi-Fi network design
must balance coverage, capacity, and cell overlap through effective channel planning and frequency reuse.
The 2.4 GHz ISM band is comprised of only three nonoverlapping 20-MHz channels that can be used for Wi-Fi
networks (22-MHz-wide channels in the case of HR/DSSS used with 802.11b).
In Japan four nonoverlapping channels are available. However, channel 14 is restricted to HR/DSSS modulation
(802.11b) and OFDM modulation (802.11g/n) may not be used.

Figure 5

2.4 GHz frequency band capacity

Due to the relatively sparse amount of spectrum available in the 2.4 GHz band, there are not enough channels to
colocate multiple APs in the same physical area and provide an effective channel reuse plan without introducing a
significant amount of co-channel interference. Therefore, in a high-density network design it is recommended that
only a single 2.4 GHz AP radio provide service within a coverage area. Effective frequency reuse between
adjacent cells becomes the primary consideration for the 2.4 GHz band to maximize adjacent cell operation on
nonoverlapping frequencies and minimize co-channel interference. Even with sound design practices, it is often not
possible to eliminate co-channel interference in the 2.4 GHz frequency band completely due to inadequate
spectral capacity for channel planning.
The 5 GHz UNII bands are comprised of four unique frequency bands and a total of 23 nonoverlapping 20-MHz
channels.
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In the U.S. there are 24 channels available when including ISM channel 165, and 25 channels with UNII-2
Extended channel 144 (added with the 802.11ac amendment). In the UK and Europe there are only 19
channels in Band A (5150-5350 MHz, channels 36-64) and Band B (5470-5725 MHz, channels 100-140) 17.
Compared to the 2.4 GHz ISM band, the 5 GHz bands offer much more spectral capacity for Wi-Fi networks. This
facilitates greater separation between access points operating on the same channel and allows for a better
frequency reuse plan. Additionally, in high-density environments, you can colocate multiple 5 GHz AP radios and
operate them on different frequencies to increase capacity, while still having spectrum to operate adjacent cells
on nonoverlapping frequencies and minimize co-channel interference. These factors make 5 GHz operation
essential for successful high-density Wi-Fi network deployments.

Figure 6

5 GHz frequency band capacity

However, two of the four 5 GHz bands come with regulatory restrictions that can make them unappealing and can
significantly reduce the available capacity. Dynamic Frequency Selection (DFS) is required in the UNII-2 and UNII-2
Extended bands in the U.S. 18 and the upper half of Band A and all of Band B in the UK/Europe 19. DFS requires APs to
detect and prevent interference with radar systems. The strict regulations require transmitters to cease operation
and change channels when radar is detected. This can cause service outages in Wi-Fi networks when APs must
abruptly change channels. Furthermore, due to TDWR (Terminal Doppler Weather Radar) restrictions in the United
States 20 three of these DFS channels are not available for use (channels 120, 124, and 128). However, they are still

UK Interface Requirement 2006: Wireless Access System (WAS) including RLANs operating in the 5150-5725 MHz
band (Ofcom, 2006).
18 FCC 03-287 Report and Order (Federal Communications Commission, 2003).
19 ETSI EN 301 893 Broadband Radio Access Networks (BRAN); 5 GHz high performance RLAN; Harmonized EN
covering the essential requirements of article 3.2 of the R&TTE Directive (ETSI, 2012).
20 Interim Plans to Approve UNII Devices Operating in the 5470 – 5725 MHz Band with Radar Detection and DFS
Capabilities (Federal Communications Commission OET Laboratory Division, 2010).
17
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available in the UK and Europe19. Wi-Fi networks in areas without military or weather radar systems can operate in
the DFS bands with relative confidence. However, in areas where radar is present or where Wi-Fi networks are
leveraged for mission-critical operations, the risk might be too great to use these frequency bands safely. In these
circumstances, you should disable the use of the UNII-2 and UNII-2 Extended bands, which leaves only nine
nonoverlapping 20 MHz channels in the UNII-1, UNII-3, and 5 GHz ISM bands in the United States, and just four
nonoverlapping 20 MHz channels in Band A in the UK and Europe.
If the Wi-Fi network is located within 35 km of a Terminal Doppler Weather Radar (TDWR) system, consider
disabling DFS channels to minimize channel changes due to the detection and avoidance of radar. A
database of TDWR systems is maintained at http://spectrumbridge.com/udia/home.aspx.
Overall, the 5 GHz bands offer much more capacity than the 2.4 GHz band. However, you must be cognizant of
the impact that disabling DFS channels will have on network capacity and the channel reuse plan.

Channel Width
The available spectral capacity is influenced by the operating channel width. This is of primary consideration in the
5 GHz band, where more channels are available and the bonding of channels is a common technique to increase
individual cell capacity. 802.11n introduces wider channels of 40 MHz to increase peak bandwidth and throughput
within a single Wi-Fi cell. The forthcoming 802.11ac amendment introduces even wider channel widths of 80 MHz
and 160 MHz (for simplicity, noncontiguous channels are not shown).

Figure 7

Spectral capacity versus channel width

Increasing channel width is attractive because it increases the peak data rate and throughput for individual clients
capable of wide channel operation, which is highly visible to end-users and forms a perception of a highperforming wireless network. However, increasing channel width can have the opposite effect and reduce overall
network capacity when clients that do not support the wider channel width are connected to the network. This
reduces spectral efficiency because the extra frequency space used to support the wide channel sits idle,
effectively unused, and prevents channel reuse among adjacent and collocated APs. Consider these factors when
determining the usefulness of wide channels in your network environment:
•

Client Support and Traffic Load Distribution
Most mobile devices today are designed with the constraints of low component cost and maximum battery
life. These constraints require manufacturers to make trade-offs in equipment design, sometimes resulting in the
selection of a single-band 2.4 GHz Wi-Fi chipset. Even when mobile devices support dual-band operation, they
typically lack support for 40-MHz-wide channels to improve battery life. You need to perform an analysis of
client capabilities to determine which client devices can take advantage of 40-MHz-wide channels.
The use of 40 MHz channels makes sense when a large amount of network traffic is consistently transmitted by
40 MHz-capable clients. Even if only a minority of clients supports 40 MHz channel width, but those clients

High Density Wi-Fi Design & Configuration Guide | 31

generate a large amount of traffic, the use of 40 MHz channels can be beneficial to reduce network load
(airtime utilization) and latency. However, if 40 MHz-capable clients do not generate significant traffic load,
then the use of wide channels may not improve network performance and result in less available spectral
capacity for channel reuse in a high-density network.
•

Channel Plan and Frequency Reuse
Determine the 5 GHz channel plan for the network based on client capabilities and DFS (Dynamic Frequency
Selection) risk tolerance. When 40-MHz-wide channels are used in the 5 GHz bands, only nine nonoverlapping
channels are available in the United States (10 channels with UNII-2 Extended channel 144 which was added
with the 802.11ac amendment). Eliminating DFS channels further shrinks the available channel set down to four
nonoverlapping 40-MHz channels. This can significantly constrain the ability to design a channel plan that
minimizes co-channel interference, which will ultimately result in Wi-Fi cells sharing available spectral capacity.

In high-density Wi-Fi networks, channel reuse is of greater importance than wide channels and peak throughput per
device due to efficiency of spectrum use. Limiting the number of available channels for frequency reuse can
reduce overall system capacity.
In short, consider using 20-MHz-wide channels in high-density environments. 40-MHz-wide channels should only be
used when 5 GHz DFS frequency bands are enabled and in physical areas where high-throughput client devices
will be used.
A 20 MHz channel width should always be used in the 2.4 GHz frequency band.

Cell Sizing
High-density Wi-Fi networks must be designed to provide sufficient capacity to meet the demands of a large client
device population and the throughput requirements of applications. This is often referred to as a “capacityoriented” network design. In contrast, traditional Wi-Fi network designs often focused on a “coverage-oriented”
network design that was solely focused on providing adequate signal to desired coverage areas without factoring
in client density or application requirements.
Increasing Spectral Efficiency by Encouraging the use of High Data Rates
When you design a network for capacity, strive to create an environment where clients connect to access points at
the highest data rates possible to maximize application throughput. Use of high data rates increases spectral
efficiency by reducing individual client airtime utilization for a given traffic load. Because all clients operating on
the same channel and within range of one another share airtime, using the highest supported data rates allows APs
to serve additional clients or provide additional throughput for existing clients. The result is increased capacity within
individual Wi-Fi cells and increased aggregate capacity across the network.
Due to the process of Adaptive Rate Selection, Wi-Fi clients achieve the highest data rates when they have the
strongest signal to and from the access point with minimal interference. Client device specifications for Receive
Sensitivity determine the signal strength required to achieve various data rates and vary between devices. Many
device manufacturers recommend maintaining a minimum signal strength of -65 to -67 dBm 21 with an SNR of 25-30
dB to achieve the best performance, especially for multimedia (voice and video) applications. Therefore, design
high-density networks where clients always have a strong signal to two APs on nonoverlapping channels for
roaming purposes, have a consistently high signal-to-noise ratio (SNR), and are able to maintain high data rates.
Disable low data rates to prevent them from being used.

21

This document uses -67 dBm as the minimum data rate in its examples and discussions.
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Figure 8

Data rate versus coverage range

This design effectively reduces the Wi-Fi cell size at which clients associate with APs. As clients move farther from an
AP and signal strength declines toward the -67 dBm threshold, they should be able to discover and roam to an
alternate AP that can continue to provide a sufficiently high-strength signal. This requires that you design the Wi-Fi
network so that AP coverage areas provide overlap at or above -67 dBm. When compared to a “coverageoriented” network that provides signal in all locations at much lower levels (such as -80 dBm for example), this
effectively reduces cell sizing and distance between APs. Access points must be closer to one another in
“capacity-oriented” Wi-Fi networks.
Reducing Co-Channel Interference with Smaller Wi-Fi Cells
A “capacity-oriented” design with smaller Wi-Fi cells introduces a much larger variance between the distance at
which clients associate with an AP and the distance at which the AP signal causes co-channel interference with
other APs. For example, if -67 dBm is the minimum signal strength level, then the association range will be greater
than -67 dBm and the contention range will be from -67 to -85 dBm. As a result, APs will cause co-channel
interference at much farther distances than where the clients will typically be associating with APs. Co-channel
interference is typically the most significant cause of limited performance and capacity in a Wi-Fi network.
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Figure 9

Association versus contention range

The result of co-channel interference is that access points and clients are effectively sharing airtime and capacity
with one another. For this reason, you cannot add capacity by simply installing more access points. Doing so
without careful consideration of the existing channel plan could result in access points operating on the same
channel within contention range of one another. This reduces available capacity because it effectively joins
portions of two Wi-Fi cells together, introducing additional transmitters that must share available airtime capacity on
the same frequency. Instead, integrate additional access points into your Wi-Fi network design on nonoverlapping
channels to increase overall system capacity and separate access points on the same channel from one another
below -85 dBm.
Reducing Co-channel Interference with Channel and Power Selections
APs should operate at power levels comparable to client devices for successful bidirectional communication while
minimizing co-channel interference as discussed previously in the “Client Devices” section. APs operating at a
substantially higher power level than clients can increase co-channel interference.
Clients can cause significant co-channel interference (CCI) in high-density environments if their transmit power
levels are too high. The forthcoming Voice-Enterprise certification by the Wi-Fi Alliance® includes provisions for
coordinated radio resource management (RRM) between APs and clients to ensure both are operating at
comparable levels to minimize CCI.
You can use either dynamic radio management or static channel and power assignment to create an effective
channel reuse plan and operate APs at optimal power output to minimize interference levels. Of the two choices,
dynamic radio management is recommended because it enables the infrastructure to react to changes in the RF
environment by changing channels or power levels. APs might need to change operating channels dynamically if
a source of RF interference emerges in a specific physical area. They might need to adjust power levels
automatically if an access point goes offline and creates a gap in coverage. However, when using dynamic radio
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management, you should configure a maximum AP transmit power that aligns with client capabilities. This helps
prevent excessive co-channel interference, “sticky” client roaming, increased airtime utilization and reduced
capacity by remote clients using lower data rates, and higher error rates for uplink traffic from low-powered mobile
devices. You can also take a hybrid approach if sufficient coverage overlap exists among neighboring APs by
enabling dynamic channel assignments and manually defining transmit power levels. This still enables the
infrastructure to react to noise and interference by changing channels while ensuring that APs use the desired
transmit power output according to your design parameters.
In summary, you should design Wi-Fi cell overlap among neighboring APs on different channels at -67 dBm or
greater and develop a channel plan that minimizes co-channel interference among APs on the same channel
below -85 dBm.

Figure 10

Co-Channel interference

Designing a channel plan that reduces co-channel interference is significantly easier for the 5 GHz frequency band
than the 2.4 GHz frequency band due to the amount of available spectral capacity. The greater number of
available nonoverlapping channels allows greater physical separation between access points operating on the
same channel. In most environments, it is not possible to eliminate co-channel interference completely in the 2.4
GHz band with only three nonoverlapping channels, but this is largely dependent on the characteristics of the
facility where wireless service is deployed.

Facility Characteristics
Your Wi-Fi network design must take into account the characteristics of the facility where you will be providing
wireless service. Materials used in building construction will have a significant impact on RF signal propagation and
attenuation characteristics. Your final designs will be different among various areas, from small enclosed spaces to
areas with large open spaces and outdoor areas.
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Building construction materials and other sources of RF signal attenuation help create separate RF collision domains
and allow greater flexibility in channel reuse to create additional system capacity. Facilities with small, enclosed
spaces, especially those that are constructed using materials that readily absorb RF signals and can provide much
greater signal attenuation, can allow access points to reuse the same channel in isolation from one another. On
the other hand, facilities with large, open spaces often lack sufficient RF signal attenuation, which makes channel
reuse, especially in the 2.4 GHz band, very difficult without creating co-channel interference. Using the physical
layout and characteristics of a facility to isolate APs from one another can be especially useful when designing a
channel plan for the 2.4 GHz band. Having only three or four nonoverlapping channels typically does not provide
enough spectral capacity to properly isolate neighbors from co-channel interference unless there is sufficient RF
signal attenuation.
For example, consider an older school building with thick concrete or brick walls. The Wi-Fi network design can
leverage the RF isolation between classrooms to gain additional capacity without introducing a meaningful
amount of co-channel interference.

Figure 11

Leverage facility construction for channel reuse

The facility might also require additional access points in areas where they will be lightly utilized. Such areas include
hallways, stairwells, and elevator shafts. Coverage in these areas will depend on user behavior with the supported
applications in the environment. For example, in environments where Voice over IP (VoIP) is used, it is common for
users to expect coverage in hallways and stairwells so that voice conversations can continue uninterrupted while
they move throughout the facility.

Colocating APs to Increase Capacity
In specific instances, you might have to colocate multiple APs in a single physical area to provide the required
capacity. A lecture hall, gymnasium, or large presentation room might require more capacity than three dual-radio
access points operating on nonoverlapping 2.4 GHz and 5 GHz channels can provide. Areas in which large
amounts of users will naturally gather or congregate will typically require additional capacity by co-locating
multiple APs to serve the same coverage area. You can use several techniques when co-locating APs to increase
network capacity.
Multiple techniques may be used in the same physical area to achieve the desired coverage and capacity.
The first technique is to use directional antennas and lower transmit power to limit the coverage area of individual
APs, separate RF collision domains, and deploy more access points. Directional antennas can be mounted
overhead, pointing down toward the floor, to minimize coverage area and facilitate greater channel reuse. They
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can also be mounted vertically on walls or posts to provide broader coverage across an open floor area if a large
room must be covered but overhead mounting is not feasible. This intentionally limits AP coverage to specific areas
to allow the deployment of a greater number of APs for increased system capacity. However, client devices will
continue to transmit using omnidirectional antennas, which will create co-channel interference for one another,
especially in the 2.4 GHz band, resulting in less capacity improvement than desired.

Figure 12

Directional antennas mounted overhead
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Figure 13

Directional antennas mounted vertically on walls

The second technique is to supplement capacity by adding access points on previously unused 5 GHz channels.
You can accomplish this by using dual-radio APs and restricting client access to the 5 GHz radio or by using singleradio APs configured for 5 GHz operation. Because the 5 GHz band offers much greater spectral capacity than the
2.4 GHz band, you can usually add 5 GHz APs using available nonoverlapping channels. When augmented with
balanced band steering, an intelligent Wi-Fi infrastructure can direct the appropriate amount of dual-band
capable clients to 5 GHz to take advantage of the additional capacity. This also reduces utilization in the 2.4 GHz
band where less capacity is available and provides better performance for single-band devices that rely
exclusively on 2.4 GHz for connectivity. You should distribute the client load between the frequency bands based
on the ratio of 5 GHz-to-2.4 GHz AP radios serving the coverage area. Be careful to ensure the deployed AP ratio
still supports the required percentage of single-band client devices (as previously mentioned in the “Requirements
Gathering” section). For example, if 20% of the client population consists of single-band devices, ensure that at
minimum 20% of the deployed AP radios are 2.4 GHz. Configuration of the balanced band steering ratio is
described in greater detail in the “Radio Profiles” section.

High Density Wi-Fi Design & Configuration Guide | 38

Figure 14

Use additional APs to supplement 5 GHz capacity

The third technique is to increase capacity and channel reuse by installing access points in locations where RF
obstructions reduce signal propagation into only a portion of the physical area. Installing APs on the opposite side
of a wall, beneath the floor, at low height (< 6 feet), or underneath seating can accomplish this effect. This can
provide additional capacity by minimizing each AP’s coverage area and allowing more frequent channel reuse
while minimizing, but likely not eliminating, co-channel interference among APs. When mounting APs at low height
or underneath seating, power levels and CCI may appear high until people fill-in the open space and provide
greater signal attenuation. It is recommended to measure signal levels in a portion of the room with users present
before deciding on final placement and mounting. Despite signal attenuation between APs, it is still likely that
clients within the coverage area will create significant co-channel interference for one another in the 2.4 GHz
band, resulting in less capacity improvement than desired. You will need to position the APs carefully and configure
them to provide proper coverage, possibly by using external semi-directional antennas and setting static power
levels. The facility construction materials and ability to install access points into desired locations will ultimately
determine whether or not this technique is a viable option.

Figure 15

Leverage RF obstructions to increase channel reuse

Among these techniques, best results will typically be achieved when more APs are deployed, APs and clients are
closer together, and both operate at lower power output. This provides greater channel reuse (spectral efficiency),
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encourages the use of higher data rates, and results in less airtime utilization for a given traffic load. High-density
networks require enough APs to support the required capacity, as described in the “Requirements Gathering”
section. However, these APs must operate on nonoverlapping channels or have sufficient cell isolation when
operating on the same channel.
Always ensure that all colocated access points are a minimum of ten feet apart from one another to reduce
adjacent channel interference (ACI). Additionally, configure colocated access points to use nonadjacent
channels with appropriate power output settings to further reduce the effect of adjacent-channel interference.

Access Point Equipment Selection
Selecting appropriate access point equipment is important to achieve the desired coverage and capacity levels
and application performance characteristics based on the facility characteristics and client capabilities.
Key factors for proper equipment selection include the following:
•

Number of Radios
Your high-density network design might consist of a base layer of dual-radio access points serving clients on
both 2.4GHz and 5GHz, supplemented by either dual-radio APs with client access restricted to the 5 GHz
radio or single-radio APs configured for 5 GHz operation for additional capacity. When you use dual-radio
APs to supplement capacity in 5 GHz, the unused 2.4 GHz radio can be used for dedicated spectrum
analysis and WIPS (wireless intrusion prevention) security scanning. The high-density network design might
require one or both types of access points.
Avoid access points with more than two active radios because two radios operating in the same
frequency band in such close proximity will cause adjacent channel interference (ACI) within the AP. Due
to the close physical proximity of the radios within the chassis and the inability to provide adequate
shielding within an AP chassis when the antennas are too close together, some vendors have implemented
a time-slicing technique to avoid ACI. This ultimately decreases capacity and defeats the original intent for
deploying additional radios. Instead, use additional single-radio APs, mounted a minimum of ten feet away
from neighboring APs when using 3 dBi omnidirectional antennas and operating at typical indoor power
levels of 100 mW or less. Higher gain antennas or higher power output may increase the required distance
between APs to prevent ACI.

•

Radio Performance Characteristics
The number of MIMO (multiple input multiple output) antenna chains dictates the number of transmit
spatial streams, data rate, throughput capabilities, and receive signal quality of an access point. Access
point MIMO capabilities are specified using three numbers, with the syntax “AxB:C” to identify the number
of antenna chains used and spatial streams supported. The first number (A) refers to the number of transmit
antenna chains, with each individual chain being able to send a unique spatial stream for increased
throughput. The second number (B) refers to the number of receive antenna chains, with each individual
chain being able to receive a unique spatial stream for increased throughput, or multiple chains being
used together to perform advanced digital signal processing of the same spatial stream for improved
receive signal quality through maximal ratio combining (MRC). The last number (C) refers to the maximum
number of spatial streams supported by the device for either transmission or reception.
Client device types and capabilities influence access point selection, with the goal being to provide
adequate performance without purchasing AP capabilities that client devices are unable to use. For
example, in environments with a large percentage of single spatial-stream (1x1:1) devices, such as tablets
and smartphones, it makes good sense to deploy a two spatial-stream AP (2x2:2 or 2x3:2) rather than a
more expensive three spatial-stream AP (3x3:3 or 3x4:3). However, in environments with a mix of client
devices or environments composed predominantly of laptops, the use of a three spatial-stream AP might
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be desirable to provide greater throughput for three spatial-stream clients, which in turn can increase
overall network capacity.
The current generation of 802.11n mobile device are typically only capable of receiving one spatial
stream, so a two spatial-stream AP provides comparable performance for the client as a three spatialstream AP because only one stream can be used. Additional transmit antenna chains and beamforming
are of negligible value in a high-density environment where access points provide strong signal strength in
all coverage areas and already allow clients to connect at the highest possible data rates. Additionally, a
two spatial-stream AP can perform MRC using one or two extra receive antenna chains to improve
upstream performance for mobile devices that transmit at low power. In such situations, purchasing a two
spatial-stream AP provides comparable performance for clients as a three spatial-stream AP but at a more
cost-effective price.
•

Antenna Selection
The facility characteristics will determine the suitable locations for physical access point placement,
antenna selection, and mounting hardware necessary to achieve coverage in all locations at the defined
minimum signal strength (for example, -67dBm). After you determine suitable AP locations, you must identify
the proper antennas to use to provide the necessary coverage. This might require a combination of
omnidirectional, semi-directional, and highly directional antennas and the use of different access point
models that support internal versus external (that is, detachable) antennas.
When selecting an antenna, research antenna coverage patterns using vendor-supplied azimuth
(horizontal, top-down view) and elevation (vertical, side-view) charts to identify the antennas that best suit
your needs. Validate that the antennas selected will provide the desired coverage by referencing vendor
supplied antenna charts. A sample antenna coverage chart is shown below.
Omnidirectional antennas, either internal or external, are recommended when minimal channel reuse is
required and APs are mounted in ceilings 25 feet or lower. Use low-gain omnidirectional antennas to
provide good coverage at floor-level and to minimize cell size to avoid co-channel interference. Avoid the
use of high-gain omnidirectional antennas which provide greater horizontal coverage and increase cell
size, resulting in more clients sharing bandwidth.
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Figure 16

Aerohive AP330 internal antenna coverage patterns

Antenna characteristics for Aerohive access points with internal antennas can be found in the data
sheet for each access point on the Aerohive website at http://aerohive.com/products/access-points.
Directional antennas are recommended when APs will be mounted in ceilings higher than 25 feet,
colocated APs are required within the same coverage area to provide more capacity, or non-standard
areas require coverage such as long corridors or outdoor areas. Directional antennas provide better
separation of RF collision domains and increase capacity through greater channel reuse. When using
directional antennas, always verify the antenna mounting and installation provide the desired coverage by
measuring signal strength at floor level through a site survey. Adjust the angle or downtilt of the antenna to
achieve the desired coverage pattern.

High Density Wi-Fi Design & Configuration Guide | 42

Figure 17

Aerohive external sector antenna coverage patterns

Antenna characteristics for Aerohive external antennas can be found in the data sheet for each
antenna model on the Aerohive website at http://aerohive.com/products/access-points/antennas.
Additionally, design the Wi-Fi network to provide high-quality, bidirectional communication between clients
and access points with low error-rates/frame-loss and symmetrical signal quality. To accomplish this, ensure
that access point transmit power levels remain similar to client power levels, and that the correct antennas
are used in order to provide both the desired coverage and adequate signal strength for clients. Antennas
provide signal gain in both directions, transmit and receive, whereas increasing the AP transmit power or
relying on beamforming (either antenna or chip-based beamforming) only provides signal gain in one
direction, downlink from the AP to the client. Beamforming provides no throughput or capacity
improvements in high-density environments where the WLAN has already been designed to connect clients
at a high signal strength, SNR, and data rates. Uplink client performance is of significant importance, as 50100 simultaneous transmitters may exist on a single channel. Ensuring successful bi-directional
communication is necessary to achieve high performance and to meet capacity requirements. Refer to
the “Client Devices” section for more information on the “Unbalanced Power Effect” on bidirectional
communication.
Access point aesthetics can be an important consideration in instances where they will be visible to endusers or customers. Often times, ideal placement and mounting for APs with internal omnidirectional
antennas results in the APs being visible to users. Organizations might carefully consider AP aesthetics to
hide APs in plain sight by having them blend into the surrounding environment. This approach reduces
tamper and theft, maintains visual appeal, and integrates with the overall brand image. If access points
include status LEDs, control over their power and brightness might be required. In situations where the
desired aesthetics are not possible when the APs are visible, APs with external antennas might be necessary
so that you can mount them out of sight.
•

Power Requirements
Review access point Power over Ethernet (PoE) specifications to determine if standard-power 802.3af (15.4
W capable) or high-power 802.3at (30 W capable) power sourcing equipment (PSE) is required. It is
common for most 802.11n enterprise-grade access points that support two or three spatial streams to
operate within the 15.4 W power budget of the 802.3af specification. However, forthcoming 802.11ac APs
are expected to require high-power 802.3at capable PSE (PoE+) for full operation. If new 802.11ac APs can
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be powered using older 802.3af PSE, verify that there are no radio capability restrictions (for example,
disabled radio chains).
It is also possible that some AP functionality may need to be disabled in order to operate within the
available power budget (for example, disabling the second Ethernet port). In these situations, use highpower PSE switches or mid-span power injectors to take full advantage of the access point capabilities. In
high-density environments, ensure that all AP locations are within 100 meters of a wiring closet to provide
adequate Power over Ethernet (PoE) to the APs across low-voltage Ethernet cabling.
•

Hardware Enhancements
There are many AP hardware enhancements that can improve link quality and performance, especially
with consumer-grade and mobile client devices. Review access point specifications for high receive
sensitivity radios (at various data rates) and the use of discrete components such as high power radios
(typically 3 dB higher power than standard radios), high power amplifiers (for downlink transmission), Low
Noise Amplifiers (LNAs) (for boosting uplink signals), and high-quality/high-gain antennas. These discreet
components reduce Error Vector Magnitude (EVM) to provide better receive sensitivity, lower error and
frame retransmission rates, and allow clients to maintain the use of higher data rates. This combination of
factors results in improved throughput (rather than downshifting to lower data rates to provide greater error
correction). CPU and RAM also factor into an AP’s ability to achieve high throughput while performing
other tasks, such as QoS, firewalling, application inspection, spectrum analysis, and WIPS.
Aerohive AP121, AP141, AP170, AP330, and AP350 access points provide hardware enhancements for
low EVM. For more information on EVM and hardware enhancements to improve access point receive
sensitivity, view the Aerohive video blog “How Aerohive APs Boost Wi-Fi Signal for iPads: The Importance
of Error Vector Magnitude (EVM)” by Matthew Gast.
Access points that implement polarization diversity maximal ratio combining (PD-MRC) also provide better
receive sensitivity. Polarization refers to the orientation of the RF signal as it travels through the air, such as
vertical or horizontal, and can significantly affect the received signal quality if the transmitter and receiver
do not have the same polarity (5-20 dB signal loss). In indoor environments, mismatches in polarity can result
in low signal quality for client devices depending on the device orientation, such as a smartphone held
vertically instead of horizontally. Multipath signal reflections can change the polarity of transmitted RF
signals and result in multiple copies of the same signal with different polarities reaching the receiver, which
can reduce the negative effects of a polarity mismatch. In outdoor line-of-sight environments where
minimal multipath reflections exist, matching polarity is especially important. Maximal ratio combining
(MRC) was first introduced with 802.11n and allows an AP to receive multiple copies of the same
transmitted RF signal on different antenna chains simultaneously. Each antenna chain might receive the
signal at varying quality levels, some better or worse than others. Through advanced digital signal
processing, the various copies are combined together, resulting in a higher quality signal than any one
copy received by an individual antenna chain. APs with PD-MRC have multiple elements for each antenna
chain in various orientations and polarities. Each antenna chain receives the signal from multiple elements
at various polarities simultaneously to reduce the negative effects of a polarity mismatch. Therefore, each
antenna chain is able to receive a higher quality signal, which it then combines through MRC. The result is
higher received signal quality than an AP using antenna elements with a single orientation and polarity. This
allows the AP to demodulate the encoded data within the signal more effectively, maintain the use of
higher data rates, and improve throughput and system capacity.
Aerohive AP121 and AP330 access points provide PD-MRC with integrated internal antennas. With the
Aerohive AP141 and AP350 models, you can control antenna polarity manually by angling their
external antennas.
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•

Number of Ethernet Ports
Some organizations might require multiple Ethernet ports on access points to improve backhaul capacity,
to provide high availability, or to integrate with a security policy based on existing network architecture. An
access point with two Ethernet ports can provide link aggregation, which is beneficial to increased AP
backhaul capacity when connecting an 802.11n AP to a legacy FastEthernet switch. This doubles effective
backhaul throughput from 100 Mbps to 200 Mbps using LACP (Link Aggregation Control Protocol) or
EtherChannel. This typically requires both Ethernet ports to connect to the same physical switch or virtual
switch chassis to aggregate the links. Alternatively, the second Ethernet port might connect to a separate
physical switch to provide uplink redundancy and high availability for the access point. In this scenario, the
AP can retain power and network backhaul should the primary switch fail. The secondary switch link should
ideally provide access to the same layer 2 network VLANs as the primary switch to minimize service
disruption for clients and AP management. Finally, you might use the second Ethernet port to segment
client traffic into two separate physical networks to provide higher security than logical network separation
using VLANs. In high-security environments, such as the government or financial industries, physical network
segmentation is required between “internal” and “guest” users through the use of dedicated network
infrastructure equipment. Access points with two Ethernet ports can integrate with both physical networks
to maintain the required segmentation.

Site Surveying
Wi-Fi site surveying is a critical component of deploying a successful high-density network that meets user
expectations and the needs of the organization. The site survey process allows you to understand the unique RF
propagation characteristics of the facility and environment into which you are deploying the WLAN. You can
validate previously gathered design parameters through predictive modeling and live network measurements to
ensure that the deployed WLAN will meet the established coverage, capacity, and performance goals. This section
introduces various types of Wi-Fi site surveys and provides guidelines on site surveying for high-density environments.
For more information on different types of site surveys and instructions for performing them, Aerohive
recommends the CWDP training material provided by CWNP, Inc. For information on using specific software
applications to conduct site surveys, refer to the documentation and training supplied by the software vendor.
Remember that a high-density Wi-Fi network must not only provide adequate coverage throughout the
environment, but must also provide sufficient capacity to meet aggregate demand while simultaneously achieving
a high level of application performance and a satisfactory user experience. This is accomplished by maintaining
high signal strength and a high SNR for client connections. These two factors allow clients to transmit at maximum
data rates, achieve higher application throughput, and reduce individual client airtime utilization. Your Wi-Fi
network design should also minimize medium contention by avoiding co-channel interference among both APs
and clients and distributing clients and traffic load across the available spectrum. The goal of a site survey for a
high-density deployment is to validate that these criteria are being met throughout the entire service area.
Three types of site surveys exist: predictive modeling, pre-deployment (“AP-on-a-stick”) surveys, and postdeployment surveys. Aerohive recommends that you perform all three types of site surveys for high-density
environments.
If peak client density and capacity significantly differ between coverage areas, you might need to gather
service requirements for those areas and design individualized Wi-Fi plans for them accordingly.
Predictive Site Surveys
Predictive site surveys use computer-based software programs to model the facility and RF environment. These
programs allow you to outline the required coverage areas using facility blueprints; define facility structures to
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estimate RF signal attenuation; establish thresholds for minimum signal strength and application throughput that
clients must achieve; predict the quantity, location, and type of access points that should be installed; and provide
channel and power settings that maximize spectral capacity while minimizing co-channel and adjacent-channel
interference (CCI/ACI).
The goal of a predictive site survey is to establish design criteria, such as AP quantity and placement with relative
confidence. Doing so will then reduce the amount of effort required to perform the typically labor-intensive predeployment site survey (“AP-on-a-stick”). One of the major benefits of predictive modeling is the ability to quickly
simulate various deployment scenarios and to narrow design alternatives. A predictive site survey will never be 100%
accurate, and though it might not replace pre-deployment or post-deployment site surveys, it can help expedite
them. When you perform adequate requirements gathering and planning, predictive site surveys can result in a WiFi network design that meets requirements with a high level of confidence. It also provides validation of the
forecasted AP capacity from the requirements gathering process and allows you to make adjustments by taking
unique facility characteristics into consideration.
Aerohive provides a free predictive modeling site survey application, called Planner, to design Wi-Fi networks.
Aerohive Planner is a web-based planning tool that allows you to upload floor plans, draw the perimeter and walls
using various wall types, and model Wi-Fi coverage with a variety of APs using either auto-placement or manual
placement methods. Auto-placement functionality optimizes the AP deployment to accommodate specific WLAN
objectives, such as basic connectivity, high-speed connectivity, voice, or location tracking. Planner can also
generate PDF reports showing AP locations, AP inventory, RF settings, and heat maps that you can distribute to
management or installers to streamline the deployment process from start to finish. You can find a free trial of
Aerohive Planner at http://www.Aerohive.com/Planner.

Figure 18

Aerohive Planner
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Follow these guidelines for a successful predictive site survey in high-density environments:
1.

Blueprint Calibration
Use blueprints that are accurately scaled representations of the facilities or coverage areas in which the
WLAN will be installed. Calibrate (or “scale”) blueprints in the modeling software so they represent the
correct physical dimensions of the coverage area. If necessary use a known distance between two
reference points that are fairly far apart from each other to scale the blueprint as accurately as possible. A
small error when defining a short distance between two points on the map results in a more serious error in
scale when applied to the entire map than would a small error when defining a large distance. For
example, scale the blueprint using the width of the building rather than the width of a cubicle, door, or
ceiling tile.
When importing electronic or scanned blueprints into predictive modeling site survey software, be sure
to enter the drawing dimensions accurately. These programs often ask for the dimensions of the entire
drawing, not the building or floor plan. The drawings dimensions must take into account any extra
whitespace or outdoor areas surrounding a building.

2.

Access Point Equipment Selection
Select the appropriate access point models, antennas, and accessories to use in various areas based on
facility characteristics and desired coverage patterns. Document the access point models, mounting and
external antenna orientation (if applicable) that have been selected to provide the proper coverage
patterns and to minimize co-channel interference.

3.

Transmit Power Levels
Determine appropriate access point power levels based on client device capabilities, which you learned
during the requirements gathering process. Configure the access point power output similar to that of the
client devices to provide successful bidirectional communication with minimal co-channel interference.
Also consider differences in receive sensitivity between APs and client devices, if known, which might allow
APs to transmit at slightly higher power than clients.

4.

Access Point Capacity
Estimate the peak client device density in each coverage area to ensure that the planned AP capacity is
sufficient to process the client and application throughput load on the WLAN. Use the forecasted AP
capacity from the requirements gathering process as a starting point for the number of access points
required in the environment or in individual coverage areas if requirements significantly differ between
areas.
Start with a foundation of dual-radio access points to provide a base layer of coverage and capacity for
each area. If you need additional capacity, use the techniques described in the “Facility Characteristics”
section to supplement the base WLAN deployment. These techniques include deploying APs with
directional antennas, deploying additional APs on 5 GHz, or installing additional APs in locations where RF
obstructions will limit signal propagation to augment capacity in specific areas.

5.

Access Point Placement
Determine the proper placement of access points to provide sufficient RF signal strength and coverage
overlap between APs. The coverage overlap enables client devices to maintain high data rates
throughout the environment and roam effectively. Base the minimum signal strength on client
manufacturer recommendations or device specifications for receive sensitivity (minimum RSSI and SNR)
needed to achieve the maximum supported data rate. If client receive sensitivity specifications are not
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published and cannot be acquired from the manufacturer, use a minimum RSSI of -67 dBm and SNR of 25
dB in all locations for planning purposes.
Given the diversity of client devices in most networks, network designers typically use a minimum RSSI of
-67 dBm for multimedia-grade network design as a baseline.
You can best determine coverage overlap by ensuring that multiple APs provide coverage at the required
minimum signal strength at the edge of each AP coverage area to facilitate client roaming. If clients will be
moving at a higher speed than the typical pace of someone walking (about 5 MPH/8 KPH), then you might
need to increase the amount of coverage overlap to provide sufficient time for AP discovery and fast
roaming before the client connection with the initial AP becomes degraded.
6.

Channel Plan
Validate that the dynamic or static channel plan assigns 2.4 GHz and 5 GHz channels optimally to minimize
co-channel interference. Co-channel interference is minimized when AP placement provides adequate RF
signal attenuation between different access points operating on the same channel. In high-density
environments, co-channel interference is often the most significant limiting factor of performance and
capacity. If you cannot eliminate co-channel interference, which is likely in the 2.4 GHz band, consider
adjusting AP placement. It might be necessary to revise the number of dual-radio APs in the base
coverage layer and supplement capacity with additional APs on 5 GHz. Finally, ensure that neighboring WiFi APs are operating on nonadjacent 5 GHz channels to prevent adjacent-channel interference.
The ratio of 5 GHz to 2.4 GHz access point radios in the network design will determine the appropriate
band steering ratio for client devices in the “Radio Profiles” section.

The result of a predictive site survey should include an initial Bill of Materials (BOM), which includes the following
items:
•

All access point hardware and accessories, such as antennas, power injectors, and mounting hardware

•

Detailed equipment installation locations and instructions, including proper angling of external antennas

•

Configuration parameters, such as channel assignments and power levels

•

Graphical heat maps of anticipated coverage levels

•

Wired network requirements necessary to support the WLAN infrastructure, such as switch port capacity, speed,
and PoE

Active and Passive Site Surveys
An active site survey is performed when the survey device (a client device) associates to a wireless access point to
measure signal strength, noise, bidirectional performance characteristics, and other connection parameters.
Measurements are recorded for only a single access point at a time, but they reflect the actual performance
characteristics that client devices will experience once the network goes into production. Active site surveys are
required to reflect the coverage and performance characteristics for each client device type. For access points
that include Transmit Beamforming or smart antenna systems, an active survey should always be performed.
However, active surveys do not record information on neighboring Wi-Fi installations that might cause interference.
Therefore, active site surveys are best performed prior to WLAN installation during a pre-deployment site survey
(“AP-on-a-stick”) to design the internal Wi-Fi network for proper coverage, signal quality, and capacity.
For access points that include beamforming or smart antenna systems, an active survey should always be
performed, and signal strength should be recorded from both the client and AP since signal gain due to
beamforming only occurs in the downlink direction. A passive survey should also be performed to establish the
effective cell size for AP discovery and association by clients since broadcast management traffic does not use
beamforming.
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A passive site survey is performed when the survey device (a client device) passively scans the RF environment. This
type of survey detects all Wi-Fi access points operating within range and measures their received signal strength,
noise, and other signal characteristics (depending on the survey application). The survey device typically performs
channel scanning across multiple channels in succession to detect access points that are either part of the internal
network or belong to neighboring Wi-Fi installations. This method provides detailed information about the
interaction among multiple APs regarding channel assignment, coverage overlap, and ACI/CCI (adjacent-channel
interference/co-channel interference). It also provides information about multiple virtual SSIDs and SSID availability
in various locations. However, passive site surveys do not measure WLAN performance characteristics and can only
provide signal strength assessment based on broadcast management traffic like beacons. This approach can also
provide an accurate Wi-Fi coverage assessment and cell sizing for access points that use beamforming or smart
antenna systems because those APs do not use beamforming to direct management traffic to a single client; they
broadcast it. This allows you to perform passive surveys successfully by monitoring management traffic, regardless of
whether the APs use beamforming for data traffic.
Passive surveys measure broadcast management frame signal strength, whereas active surveys measure data
frame signal strength.
Clients discover and assess access point signal strength for initial association and roaming using either passive
scanning of broadcast beacon frames, for which beamforming cannot occur, or through active scanning
(probing), which often does not provide a sufficient amount of data to allow beamforming to take effect. Passive
site surveys still provide an accurate assessment of Wi-Fi cell sizing for client association and roaming, but not for
client performance once connected. Passive site surveys are best performed after WLAN installation, during a postdeployment site survey, to validate Wi-Fi network coverage, channel planning, and ACI/CCI levels.
Active and passive site surveys may be performed either pre or post WLAN network installation. Performing both
pre-deployment and post-deployment site surveys is critical to success for a high-density WLAN due to the complex
RF design that is required to provide high performance for a large, dense client population.
A pre-deployment site survey, often-called an “AP-on-a-stick” survey, is performed before a WLAN network
deployment. This type of survey determines the RF signal propagation characteristics of the environment. Measuring
and recording the RF behavior in a facility results in a better WLAN design, one uniquely tailored to the physical
properties of the environment. You can also use it to verify and adjust a preliminary Wi-Fi network design and to
minimize changes to purchase orders once you have procured and installed your WLAN equipment. Spectrum
analysis is an integral part of a pre-deployment site survey. Use it to identify and remediate sources of RF
interference that could cause WLAN performance issues.
The following are the goals of a pre-deployment site survey:
•

Determine the optimal locations for access point placement

•

Verify coverage in all required areas at the desired minimum signal strength and SNR

•

Ensure that adequate coverage overlap exists for client roaming

•

Establish a baseline of the RF noise floor in each area

•

Identify sources of RF interference that will impact WLAN performance and require remediation or
incorporation into the WLAN design

•

Validate actual client performance (when an active site survey is performed)

A post-deployment site survey is performed after the WLAN equipment has been installed and configured. This type
of site survey reflects the RF signal propagation characteristics of the deployed WLAN. At this point, you have
already installed the network equipment, and the focus of the survey is to validate that the installation matches the
final network design.
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The goals of a post-deployment site survey are to verify sufficient RF signal strength throughout the coverage area,
verify adequate coverage overlap between adjacent Wi-Fi access points for fast roaming, and measure cochannel interference signal levels among access points operating on the same channels. The post-deployment site
survey provides an opportunity for you to make adjustments before putting the network into production. Perform a
passive site survey after deployment to measure RF signal levels from multiple installed WLAN access points as a
cohesive system. By doing so, you can validate that the network installation matches the final network design.
Active and Passive Site Survey Guidelines
Follow these guidelines for successful site surveys in high-density environments (in addition to following the guidelines
for predictive site surveys):
1.

Define Coverage Requirements
Before performing the survey, establish the minimum signal strength, minimum SNR, and desired AP
coverage overlap requirements the network design must meet in all locations. Recommended values are a
minimum -67 dBm RSSI, minimum 25 dB SNR, and 10-20 feet of overlap between APs. These values can be
carried over from a predictive site survey, if performed.

2.

Survey Both Frequency Bands
Perform the survey primarily on the 5 GHz frequency band to determine optimal AP placement, cell
overlap, and co-channel separation. Use the 5 GHz band because at shorter distances between APs,
which is typical in high-density environments, the coverage is nearly identical to the 2.4 GHz band.
However, 5 GHz signals typically suffer greater attenuation through most RF obstructions and require
adequate measurements to ensure sufficient coverage and capacity.
The survey must also include signal measurements on the 2.4 GHz frequency band. You can accomplish this
while measuring the 5 GHz band if your channel scanning includes both frequency bands for a passive site
survey or if you use two Wi-Fi adapters at once during an active site survey. If you cannot survey both
bands at the same time, then make a second pass through the environment.

3.

Channel Scanning
When performing a passive site survey, configure the survey software to scan only the channels that the
production WLAN will be using. The number of channels scanned can affect the accuracy of the sampled
data. If you select too many channels, it can take a significant amount of time for the survey software to
scan all of them. If you spend an insufficient amount of time at every physical location, then the sampled
data will not accurately reflect the location where you recorded it. Monitor the survey software to ensure
that you scan all the channels at every sampling location. If performing auto-sampling, also ensure that
your walking pace allows sufficient time to scan all channels between each sampling location.

4.

Signal Propagation Assessment
Configure the client survey software with the correct signal propagation assessment, which controls how far
away from collected data points the software will estimate RF signal quality. The distance should mirror your
walking pace if using automatic data sampling or should reflect the distance between manual data
sampling locations. In general, shorter signal propagation assessments provide more accurate data but
require more data collection points. Use a distance between 10-20 feet (3-6 meters); the smaller the better.

5.

Collect Sufficient Data Points
Related to the signal propagation assessment value, be sure to collect enough data points throughout the
coverage area during the site survey. Collect them at distances that match the signal propagation
assessment value, typically every 10-20 feet (3-6 meters). If you do not collect sufficient data points, the
survey will display areas where no measurements were taken within the signal propagation assessment
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distance. These areas might appear to be without RF coverage and will prevent an adequate assessment
of signal strength and coverage for network design validation. To prevent this from occurring, make sure to
collect sufficient survey data points; do not increase the signal propagation assessment value.
6.

Survey Both Sides of RF Obstructions
For site survey measurements to reflect the signal attenuation characteristics of an RF obstruction
accurately, it is necessary to survey on both sides of the object. If you do not, the survey software will
attempt to predict the signal loss through an object based only on a pre-defined object type (drywall, for
example), which is essentially a guess and might not be accurate. Sampling data on both sides of the
obstruction provides accurate RF signal attenuation and signal strength measurements, which are critical in
high-density network design as it relates to providing adequate coverage and minimizing co-channel
interference. For example, how much coverage and interference will an AP mounted outside an
auditorium provide inside the auditorium?

7.

Access Point Hardware
Use the exact access point models, antennas, and accessories that will be installed in the production
WLAN to ensure accurate measurements of signal propagation and performance characteristics. Access
points should be placed in the correct locations, and at the appropriate height and orientation at which
they will be used in production.

8.

Access Point Configuration
Disable dynamic radio management on the survey APs during the site survey to avoid channel and power
changes that could result in incorrect measurements. Configure APs with the transmit power levels that will
be used in production or the levels estimated in the preliminary design.

9.

Active Site Survey Techniques
When performing an active site survey, use either a production client device operating in site survey mode
or configure the survey client radio to mimic a production client device, including power output, powersave, and 802.11n spatial stream settings. Align survey client settings with the least-capable client device
considered critical on the production WLAN. This ensures that network performance is adequate for all
client devices. If possible, it is advantageous to use multiple client device types that will be used on the
production network as part of the site survey process and to test clients in all orientations in which they will
be used (for example, landscape versus portrait). Perform the active site survey with only one access point
at a time to ensure your client is associated with the correct AP to gather measurements. Configure your
survey client to associate exclusively with the BSSID of the survey AP to prevent roaming.
Ensure that the site survey client captures data at the edge of the contention range for each AP (for
example, -85 dBm). This ensures that you collect sufficient data to estimate co-channel interference
among multiple APs accurately.
Sometimes active survey data is skewed based on the walking path, typically the path away from the
access point. If the data appears to be skewed, perform two active surveys in opposite walking
directions and then merge them to obtain more accurate data.

10. Design Validation
Perform 20% of a pre-deployment site survey and then stop to validate the network design against the
predictive site survey. If you find significant differences between the measured RF signal propagation
characteristics and the predictive model, then adjust the network design to incorporate the newly
collected data. This process allows you to identify design changes that could affect AP placements early in
the pre-deployment site survey process and can prevent surveying incorrect locations.
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11. Spectrum Analysis
Include spectrum analysis in a pre-deployment site survey to provide a baseline of the RF noise floor in the
environment and identify potential sources of RF interference that could negatively affect the WLAN. Use a
dedicated spectrum analyzer hardware adapter to provide more accurate data than a Wi-Fi adapter,
which typically only guesses RF noise levels based on received 802.11 data frames. Spectrum analysis
solutions are available that integrate directly into the same software program used to perform the site
survey, simplifying data collection and recording. If you use a separate software program to collect
spectrum data, ensure the data is recorded and that it can be accurately mapped back to the original
physical locations for future playback and analysis.
12. Documentation
Document the exact installation locations, mounting methods, and non-wireless requirements, such as
available switch port capacity and cabling runs from switch closets to AP locations.

Wired Network Infrastructure
The wired network infrastructure provides the backbone that supports a high-density wireless network. Critical
services that the wired infrastructure provides include switch port bandwidth, power sourcing equipment (PSE), AAA
infrastructure, Internet and WAN capacity, and network addressing through DHCP.

Switch Port Bandwidth
Access layer switches should provide gigabit Ethernet ports to support the throughput capabilities of 802.11n
access points. Each 802.11n radio within an access point is typically capable of between 300-450 Mbps maximum
data rates, with resulting TCP/IP throughput of roughly120-280 Mbps. Whether a single-radio or dual-radio 802.11n
access point is deployed, the resulting throughput demands of a high-density client population can easily exceed
the bandwidth that a 10/100 Fast Ethernet switch port provides. Therefore, connect all wireless access points to
gigabit Ethernet switches if possible.
In circumstances where an existing Fast Ethernet switching infrastructure cannot immediately be replaced,
some Aerohive access points are equipped with dual Ethernet ports that can be combined through link
aggregation with the upstream switch to double available backhaul bandwidth to 200 Mbps.

Power over Ethernet (PoE)
The wired infrastructure often needs to provide adequate Power over Ethernet (PoE) for wireless access points.
Many 802.11n access points can operate within the 802.3af maximum specified 15.4 W power budget, but others
might require more power than 802.3af-compliant power sourcing equipment can provide. It is common for existing
switch infrastructure to support only the original 802.3af power specification. If access points are insufficiently
powered, many equipment manufacturers shut off components or features within the AP to remain within the
supplied power budget, typically reducing the number of active antenna chains. This results in support for fewer
spatial streams, lower throughput, and an overall reduction in capacity. In high-density wireless networks, avoid
operating 802.11n access points with insufficient power.
The Aerohive AP110, AP120, AP121, AP141, AP330 and AP350 models can all operate at full capacity within the
standard 15.4 W power budget. The AP320 and AP340 models can operate within an 802.3af power budget
but require slightly more power to operate at full capacity.
If APs require greater power than 802.3af PSE can provide, then a few options are available. APs might be able to
draw slightly higher power at the end of the cable run than the 12.95 W specified by the standard. APs can
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accomplish this when they are connected on high-quality CAT5 or CAT6 cables, which have less resistance and loss
than CAT3 cables, which the IEEE 802.3af standard specifies as the worst-case scenario. Some APs equipped with
dual Ethernet ports might be able to draw power over both Ethernet ports simultaneously, providing sufficient power
for all AP components. You can add switches or midspan power injectors that are capable of 30 W power output,
which makes them compliant with the newer 802.3at PoE specification. Finally, if an AC electrical outlet is available,
access points can receive power directly through a manufacturer-supplied power adapter.
The switch’s total power budget must also be considered to ensure that all APs can be powered concurrently.
Many PoE capable switches are unable to support full power draw on all switch ports simultaneously due to power
supply capacity limitations. This is common in switches with high port-density, such as 48 port switches, that only
support PoE on a subset of ports simultaneously. Additional capacity may be available on some switches by
installing redundant power supply (RPS) modules. You can determine the maximum number of APs that can be
powered on a single switch by subtracting the power consumption of the switch at peak performance from the
total power supply capacity, then dividing the remainder by the maximum PoE power draw required for each AP.
The wired network should use CAT5 Ethernet cables or better and ensure they are no longer than 100 meters. Cable
runs that are longer than that lose too much power due to cable resistance to consistently power 802.11n access
points if they operate at the upper limit of the power budget. This can result in inconsistent performance or even
periodic AP power cycling due to an inadequate supply of power to the AP.
As Wi-Fi advancements continue to require more radios and antenna chains to achieve higher data rates and
throughput using MIMO techniques, 802.3at power requirements will become increasingly important. Current three
spatial-stream 802.11n access points might be the last generation of Wi-Fi access points that can be fully functional
within the 15.4 W power budget provided by 802.3af PSE. Therefore, you should incorporate 802.3at-capable
switches and midspan power injectors in your future plans for high-density Wi-Fi networks moving forward.

AAA Infrastructure
The AAA infrastructure provides critical authentication, authorization, and accounting services for Wi-Fi networks
with 802.1X/EAP key management. AAA systems include RADIUS and directory services, such as Microsoft Active
Directory, Apple Open Directory, Novell eDirectory, and LDAP. The AAA infrastructure must be able to process the
client authentication load, provide high availability, and low-latency accessibility.
Design the AAA infrastructure with adequate scalability to accommodate the number of concurrent client
authentication transactions occurring on the Wi-Fi network. Each AAA server has finite resources, which can affect
its ability to authenticate wireless clients in a timely fashion. Contact the RADIUS vendor to obtain the transaction
processing and scaling limitations for comparison against the anticipated Wi-Fi network load. If the RADIUS server is
slow in processing and responding to authentication requests, the Aerohive device may mark the server as
unresponsive (down) and failover to backup servers. If backup servers have similar performance constraints, this
can result in frequent failover among servers, long WLAN authentication times, and poor wireless client
performance.
See the “Service Settings” section for details on configuring periodic checks of network connectivity to RADIUS
servers.
Configure Wi-Fi client reauthentication interval values to a reasonably large value to minimize authentication
transactions in high-density environments. An 802.1X/EAP reauthentication interval of 4-8 hours works well.
See the “SSID Settings” section for details on configuring the reauthentication interval.
To minimize the load on the access points in high-density environments, use external RADIUS servers such as the
HiveOS Virtual Appliance rather than Aerohive APs as RADIUS servers. Ensure the AAA infrastructure is fault tolerant
and highly available by deploying redundant RADIUS and directory servers. A minimum of two RADIUS servers is
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necessary to provide fault tolerance, and more can be deployed in either an N+N or an N+1 redundancy design.
The same redundancy requirement is recommended for directory servers as well. For large enterprise environments
where the network will be operational for an extended period of time, consider external load-balancing methods
to abstract the physical/virtual RADIUS servers from the Wi-Fi infrastructure, simplify Wi-Fi network policy configuration
for server load-balancing, and increase server management flexibility for growth, maintenance, and lifecycle
activities.
Deploy the RADIUS and directory servers on the local area network (LAN) for high-speed and low-latency access by
the Wi-Fi infrastructure. This helps minimize the authentication time during initial client association, improves client
roam times for clients that do not support fast secure roaming methods, improves network performance, and
translates into better user satisfaction with the Wi-Fi network.
Finally, ensure the Wi-Fi infrastructure and client devices deployed support fast roaming techniques to limit the
amount of authentication transactions occurring and the associated load on the AAA infrastructure environment.
Common fast secure roaming techniques include TLS Session Resumption, PMK Caching (also referred to as fast
roam-back), Opportunistic Key Caching (OKC), and the emerging Voice-Enterprise certification fast BSS transition
method.

Internet and WAN Bandwidth
Internet and WAN backhaul are of critical importance in high-density Wi-Fi environments, especially for temporary
networks deployed to support conferences, events, or trade-shows. The Internet circuit bandwidth must be
sufficient to meet peak demand and latency must be low for adequate application responsiveness. If insufficient
bandwidth is available or latency is excessive, user experience will suffer and likely be incorrectly judged as poor
Wi-Fi network performance.
For large events and temporary networks, it is recommended to provision 10 Mbps of symmetric bandwidth (upload
and download) for every 100 users in attendance. Upload bandwidth requirements are typically not as large as
download, but this may vary based on the user population and application requirements. It is becoming
increasingly common for users to upload pictures or videos at conferences and events and for automatic cloud
storage and backup services to synchronize data when connected to Wi-Fi. This can saturate upload bandwidth on
asymmetric broadband connections. If using asymmetrical broadband service (for example, cable modem or DSL),
ensure adequate upload bandwidth will be available based on the anticipated user population and activities. Onsite verification before the event is also necessary to ensure the circuit was provisioned properly, the appropriate
amount of bandwidth is available, and latency is low. Be sure to test latency under peak load, because it is
common for latency to spike during periods of heavy load on broadband circuits.
Install monitoring tools that can gather real-time statistics and perform historical trending to aid in ongoing network
capacity planning. It is typical for organizations to operate at or below 75% utilization for normal operations and to
provision additional bandwidth once the 75% threshold is reached. This prevents the organization from
encountering emergency upgrade situations.

Network Addressing and DHCP Services
Network addressing is a fundamental requirement for wireless clients to establish a network connection and to
exchange information with other network hosts. In a high-density environment, determining IP subnet size and
allocating sufficient dynamic IP addresses to support a large client population is critical for network success. There
are two properties of high-density networks that can make IP layer network design more difficult than in a normal
WLAN environment: 1) the large amount of client devices that require IP addressing, and 2) user mobility between
multiple subnets.
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First, the large number of client devices in a high-density network requires careful planning. For instance, you might
want to create multiple client subnets to minimize broadcast domains. Having multiple subnets is common for large
conferences, events, or tradeshow networks that need to support hundreds of users and potentially thousands of
devices. Each subnet must be large enough to accommodate the peak number of client devices that will be
connected to the subnet concurrently plus 25% headroom to allow room for growth. Keep in mind that a typical
user now carries an average of three devices capable of using an IP address on a Wi-Fi network. If multiple subnets
exist, determine the physical coverage area of the access points attached to each subnet, the maximum number
of concurrent client devices expected in each area, and the additional headroom needed for growth.
Second, user mobility between physical areas and subnet boundaries can sometimes result in client devices
obtaining dynamic IP addresses from multiple subnets simultaneously. In these situations, the client device
establishes a new wireless association rather than performing a Layer 3 roam between subnets. This can occur if the
device has been powered off, put into a sleep (standby) state, or when a break in wireless coverage exists that
users must pass through before regaining wireless service (for example, an outdoor space without coverage
between two adjacent buildings with different subnets). This increases overall IP address utilization and requires that
additional capacity beyond the peak load be provisioned to prevent IP address exhaustion within individual
subnets. The additional required capacity will vary based on the frequency of user mobility between subnets and
the DHCP lease time, which determines the frequency of IP address turnover and reuse. In highly mobile
environments with multiple subnets, you might need to increase total headroom above 25% (perhaps even as high
as 50%) to account for user mobility.
DHCP servers should typically be configured with shorter lease times in high-density environments than in normal
environments. If only a single subnet exists or user mobility between subnets rarely occurs, then typical lease times
between 1-7 days are appropriate. However, in highly mobile environments where users regularly roam between
subnets, use much shorter lease times, perhaps between 1-8 hours. The lease time should reflect the average
session length expected for wireless clients. For example, if presentation sessions are around two hours in length,
after which users move to a different physical location (and IP subnet) for the next session, a DHCP lease time of
two hours is recommended to facilitate timely turnover and reuse of available IP addressing for subsequent sessions.
DHCP leases are typically renewed by clients halfway through the lease period, so a client that obtains a two-hour
DHCP lease will renew the lease one hour after it was originally obtained, if the client is still connected at that time.
This renewal extends the DHCP lease by the configured lease duration from the time at which it was renewed.
Therefore, in this example, the client would renew the lease after one hour and would be granted the same IP
address for an additional two hours from that point in time, resulting in the IP address being reserved for a total of
three hours from the time it was originally assigned. The result is that DHCP leases are often reserved for a slightly
longer period of time than the user requires it. This is why additional headroom is required to facilitate user mobility
between subnets during transition periods when previous DHCP leases have not yet expired.
Implement multiple DHCP servers for redundancy. Typically, DHCP server redundancy is implemented by splitting
each IP subnet between two DHCP servers, with each server responsible for distributing addresses for half of the
subnet. The two servers must be configured with nonoverlapping DHCP scope ranges. If one server fails, only half of
the subnet capacity is lost until the server is restored or the redundant server is configured to grant DHCP leases for
the entire subnet.
To determine adequate IP subnet size, determine the number of concurrently connected users in each subnet,
multiply by the number of devices per user (typically three), then add 25% headroom for growth if only a single
subnet serves all clients or 50% headroom to account for both growth and user mobility between subnets. For
example, consider an event with 500 total event attendees spread across multiple subnets. Users move throughout
the facility to attend various sessions and are likely to put their devices to sleep while walking between locations.
This results in devices obtaining IP addresses from multiple subnets throughout the day. One of the subnets covers
four presentation rooms in one section of the facility and serves a maximum of 200 concurrent users due to room
capacity. This subnet should be sized to provide between 750 (at 25% headroom) and 900 (at 50% headroom) IP

High Density Wi-Fi Design & Configuration Guide | 55

addresses. This calculation is based on three devices per user, 25-50% headroom for growth and user mobility
between subnets. In this situation, it would be prudent to allocate a 22-bit netmask for this subnet (255.255.252.0),
which would provide a maximum of 1,021 addresses for client use. In addition, because each session will be one
hour in length, the DHCP server should be configured with a DHCP lease time of one hour.
Use an automated IP address management (IPAM) tool to monitor DHCP server availability and IP address pools.
An IPAM tool can send you an alert whenever scope utilization reaches a threshold that necessitates the reevaluation of subnet size or the clearing of stagnant DHCP leases; that is, leases that are no longer being used but
have not been released back into the pool for reassignment. A typical threshold is 75% scope utilization. This
provides 25% headroom and gives you time to make changes before all the addresses are exhausted.

Network Management Considerations
You should determine whether a local network management system (NMS) is required or if a cloud-based solution is
viable and more advantageous.
The use of an on-premise network management system, either a rack-mounted physical appliance or virtual server
image, is recommended for high-density environments such as conferences, events, and trade shows to ensure fast
and responsive network management operations. Client traffic often saturates Internet circuits that lack QoS
controls during such events, preventing remote cloud management systems from functioning properly. Deploying
an on-premise management system ensures that you have real-time visibility into network operations and can
adjust configuration settings on the fly without worry of Internet bandwidth bottlenecks.
Cloud-based management is an appropriate choice when you prefer a SaaS model and have control over the
Internet circuit (QoS and bandwidth) and can ensure proper network design and scalability requirements.
The Aerohive HiveManager network management
system (NMS) offers real-time visibility into topology,
security, performance, and client connectivity and
health information, which helps simplify
troubleshooting, capacity planning, and security
remediation of both campus WLANs and remote
office networks.
HiveManager enables the configuration of customer
access policies based on identity and device type
and is available in two deployment models: an onpremise server-based solution and a Software-as-aService (SaaS) offering in the cloud. The on-premise
solution supports installation as a rack-mountable
appliance or as a virtual machine. The SaaS solution
is hosted by Aerohive in our regional data centers
throughout the world, offering low-latency access to
customers in any country via a simple web-based
management interface.

Figure 19

HiveManager network management system

In either deployment scenario, run HiveManager in Enterprise Mode to configure advanced settings for high-density
Wi-Fi deployments. You can select Enterprise mode during the initial HiveManager configuration or you can convert
HiveManager from Express mode to Enterprise mode on the Home › Global Settings page.
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Network Configuration
The following configuration settings are for a high-density Wi-Fi deployment and are based on the 5.1r3
HiveManager and HiveOS software releases. You can find a condensed configuration checklist in the appendix for
quick reference.
Do not implement these settings for a normal Wi-Fi deployment that does not conform to high-density design
principles. Doing so could result in suboptimal network behavior.

Network Policy Definition
A network policy is a collection of configuration settings that can apply to multiple Aerohive devices. When
configuring settings for high-density client access, you can create a network policy that includes those settings and
upload it to specific devices. This arrangement provides great flexibility when configuring your network.
1.

To create a new network policy, click Configuration, click New in the Choose Network Policy panel, enter the
following, and then click Create:
Name: Enter the name of the new network policy, such as "High-Density-Policy". The name can up to 32
characters long, but cannot contain spaces.
Description: Enter a helpful description about the policy for future reference. It can be up to 64 characters,
including spaces.
Hive: Choose the hive that you want this policy to govern. If you want to create a new hive, then click the New
( + ) icon.
Wireless Only: (select)
You select this option because the network in this example only applies to Aerohive APs and has no
Aerohive routing considerations. You would select Wireless + Routing when your network includes Aerohive
routers (BR100 and BR200) or APs in routing roles (AP330 and AP350).
When you click Create, your new policy becomes available in the Choose Network Policy list.

2.

Highlight the name of the network policy that you just created to choose it, and then click OK.
After selecting the network policy, HiveManager automatically advances to the Configure Interface & User
Access panel, where you configure the SSID, authentication, user profile, VLAN, and additional settings.

SSID Settings
The SSID configuration is where you define the access security, beacon properties, radio, and data rates.
1.

Click the Choose button next to SSIDs to configure an SSID profile. In the Choose SSIDs dialogue box, highlight
an existing SSID and then click Edit, or click New to create a new SSID. Configure the following settings for an
SSID in a high-density WLAN:
Profile Name: Enter a name for the SSID profile. The profile is a collection of all the settings related to the SSID.
SSID: Enter a name for the SSID itself. By default, HiveManager automatically populates this field with the same
name that you entered for the profile, but you can change it if you like.
SSID Broadcast Band: 2.4 GHz & 5 GHz (11n/a + 11n/b/g)
By enabling client access on both 2.4 GHz and 5 GHz frequency bands, you can use the maximum spectral
capacity to support high-density client populations.
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SSID Access Security: (Select)
To use 802.11n data rates, select one of the following options:
•

WPA/WPA2 802.1X (Enterprise)

•

WPA/WPA2 PSK (Personal)

•

Private PSK
The use of private PSKs is recommended for employee network access in enterprise environments
that do not have a AAA infrastructure. Private PSKs provide an effective balance between high
security requirements and minimal overhead by providing a unique preshared key for every client
and by reducing network overhead through the elimination of 802.1X/EAP authentication frame
exchanges over the air. You can also use private PSKs to provide secure network access for guests
and client devices that do not support 802.1X/EAP.

•

Open
The use of an Open network with a secure captive web portal requiring acceptance of a network
use policy is a common deployment scenario for temporary events such as guest networks,
conferences, events, and trade shows.
Do not use WEP, which would limit client operation to legacy (802.11a/b/g) data rates.

If the selected SSID access security method includes Layer 2 security, then configure the key management
and encryption methods:
Key Management: WPA2-PSK (WPA2 Personal) or WPA2-802.1X (WPA2 Enterprise)
To use 802.11n data rates, you must choose WPA2 key management—either WPA2-PSK (WPA2
Personal) or WPA2-802.1X (WPA2 Enterprise). Do not choose the Auto or WPA options for key
management. Doing so could result in clients using WPA instead of WPA2 and being limited to legacy
(802.11a/b/g) data rates.
Encryption Method: CCMP (AES)
To use 802.11n data rates, you must choose CCMP (AES) encryption. Do not choose Auto or TKIP for the
encryption method. Doing so could result in clients using TKIP instead of CCMP (AES) and being limited
to legacy (802.11a/b/g) data rates.
If you chose WPA/WPA2 PSK (Personal) for the access security method, enter the text string that you want
clients and APs to use as their preshared key in the Key Value and Confirm Value fields.
Advanced Access Security Settings: (Expand)
The next two settings are only available when WPA2-Enterprise is the SSID access security method.
Reauth Interval: Check (Enabled) – 28,800 seconds (8 hours)
To balance network security and minimize the network overhead required for 802.1X reauthentication
by clients, select this option and enter a value from 14,400 to 28,800 seconds (4 to 8 hours). Do not
leave the reauth interval disabled, which is the default setting, because this lowers security and
prevents the timely revocation of user access by network administrators, especially during multi-day
events where users might be granted access for fairly short durations.
If the RADIUS server returns a Session-Timeout attribute, then the Aerohive AP will apply the RADIUS
defined reauthentication interval to the client session. Ensure that the RADIUS server Session-Timeout
value matches the desired value, if configured.
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Enable Proactive PMK ID Response: Check (Enabled)
To minimize the network overhead that 802.1X authentication requires, select this option. This enables
Aerohive APs to cache the results of previous client 802.1X authentication checks performed through
neighboring APs. The cached content includes PMK (pairwise master key) encryption key material, for
reuse when the client roams among members of the same hive. By reusing cached authentication
material, the full 802.1X authentication exchange can be bypassed, reducing network overhead.
Optional Settings – Radio and Rates: (Expand)
High-density networks require that clients transmit frames at the highest possible data rates. The use of
higher data rates enables faster client data transmission, reduces client airtime utilization, and provides
greater overall network capacity and throughput.
Disabling lower data rates forces clients to connect to Aerohive APs at higher data rates and also helps
avoid “sticky” roaming situations that can reduce overall network capacity. Sticky roaming occurs when a
client remains connected to their current AP at a low data rate despite having a better signal and likely
higher data rate from another nearby AP. In addition, reducing the number of data rates that APs support
can help minimize data rate shifting, which can cause excessive frame retransmissions and slow down
network performance.
Unless absolutely necessary, avoid using any 802.11b data rates. Transmissions at these slower data rates
use the older DSSS and HR/DSSS modulation which consume significantly more airtime than OFDM data
rates used by 802.11g and 802.11n and can cause a significant amount of network overhead (typically 40%
or more) due to the need for protection mechanisms such as RTS/CTS and CTS-to-Self on the network.
To ensure that clients only use higher data rates, customize the rates for the 2.4 GHz and 5 GHz frequency
bands by entering the following:
Customize 2.4 GHz (11g) Rate Setting: Check (Enabled)
Basic: 18 Mbps
Optional: 24, 36, 48, 54 Mbps
N/A: 1, 2, 5.5, 6, 9, 11, 12 Mbps
Customize 5 GHz (11a) Rate Setting: Check (Enabled)
Basic: 18 Mbps
Optional: 24, 36, 48, 54 Mbps
N/A: 6, 9, 12 Mbps
If client compatibility issues exist, set 6, 12, and 24 Mbps as Basic, set 36, 48, and 54 Mbps as
Optional, and set all other rates as N/A (disabled) for both the 2.4 and 5 GHz frequency bands. If
legacy 802.11b clients must be supported on the 2.4 GHz band, set 11 Mbps as the only Basic rate,
set 18, 24,36, 48, and 54 Mbps as Optional, and all other rates as N/A (disabled).
Customize11n MCS Rate Setting: Check (Enabled)
Optional: MCS0 through MCS23
N/A: (none)
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Figure 20

Data rate customization

Requiring the use of higher data rates also affects the client association range of the access point.
Therefore, data rates must be configured in close conjunction with a proper RF site survey during
network planning and design to ensure proper coverage at the higher data rates.
Optional Settings – Advanced: (Expand)
Maximum Client Limit: 100 (Default)
The maximum client limit setting places a limit on the number of clients that can use this SSID on each
radio on an AP. For high-density environments, plan on supporting no more than 100 clients per radio
on a dual-band AP. The typical over-subscription ratio of associated users to active transmitters is 3:1,
and 30-35 active transmitters per channel is an acceptable load in most scenarios. Therefore 100
associated users would normally translate into 30-35 devices trying to use the channel simultaneously,
which results in acceptable amounts of 802.11 protocol overhead (collisions, backoff, retransmissions).
If over-subscription ratios are expected to be lower than 3:1, then consider lowering the maximum
client limit below 100 per radio.
Roaming Cache Update Interval: 60 seconds (Default)
The roaming cache update interval determines how often (in seconds) an Aerohive AP sends updates
to its neighbors about the clients currently associated with it. This includes PMKs to enable fast secure
roaming techniques so that clients do not have to repeatedly perform full 802.1X authentication. The
default update interval of 60 seconds is appropriate for most situations. You might set a lower value if
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clients are highly mobile, especially if they are using voice or video applications. A recommended
lower value is in the 10-30 second range.
Roaming Cache Ageout: 30 intervals (unless you modified the roaming cache update interval)
The roaming cache ageout determines how many roaming cache update intervals must be received
from neighbor APs without containing a client entry before removing it from the roaming cache. In
high-density environments, clients might be highly mobile, resulting in a large amount of the roaming
cache being maintained for clients that are no longer associated to neighboring APs. Reducing the
amount of time neighbor cache entries are held from the default of 60 intervals (60 minutes total)
down to 30 intervals (30 minutes total), will help reduce AP memory utilization and support higher client
loads.
If you shorten the roaming cache update interval to support a highly mobile client base, divide 1800
seconds by the shortened update interval to set an appropriate ageout value.
Local Cache Timeout (available for WPA/WPA2 802.1X Enterprise): 28,800 seconds (8 hours)
The local cache timeout determines the length of time (in seconds) that a client entry is cached until it
is deleted. In high-density client environments, the default value of 86,400 seconds (1 day) can cause
an AP to cache an excessive amount of data, especially if clients are highly mobile. Reduce the local
cache timeout to a value that is reasonable to support fast client roaming while avoiding excessive
cache storage. A value equivalent to the configured Reauth Interval is recommended (14,400 – 28,800
seconds).
Enable WMM: Check (Enabled)
Use quality of service (QoS) mechanisms through Wi-Fi Multimedia (WMM) to prioritize latency and jittersensitive traffic such as voice and video. WMM is required to enable the use of 802.11n data rates,
layer-2 frame prioritization, and frame aggregation techniques, which significantly improve client
throughput, reduce airtime utilization, and enable greater overall network capacity.
Enable Unscheduled Automatic Power Save Delivery: Check (Enabled)
Enable U-APSD (unscheduled automatic power save delivery) which is an improved method of power
saving and traffic delivery for clients that support WMM. You can use U-APSD in place of legacy power
save polling (PSP) to provide more efficient delivery of queued frames after a client wakes from a
period of sleep. Using U-APSD improves client performance, especially for highly mobile clients where
power save is frequently used to improve battery life and reduces network control overhead. U-APSD
allows APs to transmit multiple queued frames without waiting for clients to poll for each individual
frame.
Disable 802.11n high throughput capabilities to support incompatible 802.11b/g/a clients: Uncheck
(Disabled)
The use of 802.11n is highly recommended in high-density environments. Ensure the SSID advertises
802.11n capabilities in High Throughput (HT) Information Elements by disabling this option, which is the
default setting.
IP Multicast – Conversion to Unicast: Disable (Default) (unless multicast video reliability is critical)
Leave this option disabled in high-density deployments unless you must support streaming video
applications that rely on multicast transport and reliability is critical. This feature can improve the
reliability of multicast video by adapting the data rate selected for frame transmission to each
individual client, requiring positive acknowledgement of frame reception by the client (ACK) and
retransmitting if necessary.
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However, in a high-density environment this feature can also increase channel utilization and decrease
network capacity by duplicating frame transmissions to every client in the multicast group. In highdensity environments, the elimination of low-speed data rates already helps improve multicast
performance by ensuring that clients are connected at relatively high speeds. Therefore, the AP can
send high-bandwidth multicast video streams at a high data rate, which reduces channel utilization
and increases network capacity without the use of this feature.

Figure 21

Multicast to unicast conversion

To enable multicast to unicast conversion, select this option and then select Auto. When you enable an
Aerohive device to convert multicast frames to unicast, it performs the conversion when the
percentage of channel utilization exceeds a specified threshold or when the number of multicast
group members drops below a specified threshold. By default, the channel utilization threshold is 60%
and the membership count threshold is 10. In addition to the conversion technique, Aerohive devices
also perform IGMP (Internet Group Management Protocol) snooping to check if any multicast group
members are associated; and when they are not, the AP drops all multicast packets.
Do not use the “Always” setting in high-density deployments because it could increase network
utilization when more than ten clients are joined to the multicast group.
2.

After you have configured all the SSID settings, click Save in the upper right corner.
HiveManager displays the Choose SSIDs dialogue box.

3.

Highlight the SSID profile that you just created to choose it, and then click OK to add the SSID profile to the
network policy and return to the Configure Interfaces & User Access panel.
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RADIUS Settings
The RADIUS Settings are where you define the authentication, authorization, and accounting (AAA) services for
SSIDs that require 802.1X key management. If the SSID uses a different access security method, you can skip this
section.
Each SSID that relies on 802.1X key management should reference a RADIUS profile that contains multiple
redundant RADIUS servers. Define a minimum of two servers within each profile to support a high-density Wi-Fi
network deployment.
1.

Click the <RADIUS Settings> link next to the SSID you just added to the network policy. In the Choose RADIUS
dialog box, highlight an existing RADIUS policy and click the Edit icon to its right (the icon looks like two gears),
or click New to create a new RADIUS policy.

2.

Enter the following settings:
RADIUS Name: Enter a name for the RADIUS profile. It can be up to 32 characters long and cannot contain any
spaces.
Description: Enter a useful description about the RADIUS profile for future reference.
Enter the following, and then click Apply:
IP Address/Domain Name: Select an existing IP object or host name from the list, or click New ( + ) to define
a new object that specifies the IP address or domain name of the primary RADIUS server.
Server Type: Select the RADIUS role that this server implements from the list: Auth/Acct, Authentication,
Accounting.
Shared Secret: Enter the RADIUS server shared secret that will be used to protect authentication or
accounting transactions with this server. The shared secret can be between 0-64 characters in length.
Confirm Secret: Enter the shared secret again to confirm accuracy.
Server Role: Primary
Click New to add a backup RADIUS server in the same manner, changing the Server Role to Backup1, and
clicking Apply when done.
You can enable proactive RADIUS health checks, which are described later in the “Additional Settings”
section.

3.

After you have added a primary and at least one backup RADIUS server to the profile, click Save in the upper
right corner.
If you created a new RADIUS profile, HiveManager returns to the Configure Interface & User Access panel with
that profile in place for the SSID. If you edited a previously defined RADIUS profile, HiveManager returns to the
Choose RADIUS dialog box.

4.

For an edited RADIUS profile, highlight it in the Choose RADIUS dialog box, and then click OK.

User Profile Settings
The user profile is where you define the VLAN, firewall policy, quality of service (QoS), SLA (service-level agreement),
and several other settings for users that access the Wi-Fi network. A user profile is assigned to each client accessing
an SSID either through static assignment (the Default user profile) or dynamically based on returned RADIUS
authentication attributes (Authentication user profiles) when the SSID uses 802.1X (WPA2 Enterprise) for access
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security. At minimum, configure the Default user profile with high-density settings. Also set any Authentication user
profiles that might be assigned through returned RADIUS attributes.
You can select only one user profile as the default but you can select multiple profiles for dynamic assignment by a
RADIUS server during authentication. To restrict which user profiles a RADIUS server can dynamically assign, select
Only the selected user profiles can be assigned via RADIUS for use with this SSID in the Choose User Profiles dialog
box.
1.

Click the Add/Remove link next to the SSID to assign user profiles to the SSID. In the Choose User Profiles dialog
box, highlight a single existing user profile in the Default section and optionally one or more user profiles in the
Authentication section.
If you do not see the user profile that you want to use, click New in the Choose User Profiles dialog box to
create a new one. Configure the following user profile settings for a high-density WLAN:
Name: Enter a name for the user profile. It can be up to 32 characters long and cannot include spaces.
Attribute Number: Set an attribute number for the user profile. If you want returned RADIUS attributes to indicate
which user profile an AP will assign to a particular user, make sure that this number matches the attribute value
that the RADIUS server returns for Tunnel-Private-Group-ID. The RADIUS server must return the following three
attributes that, when received together, indicate a specific user profile:
Tunnel-Type = GRE (10)
Tunnel-Medium-Type = IP (1)
Tunnel-Private-Group-ID = <number>
VLAN-only Assignment: (Select)
Choose a VLAN to assign to the client. If you do not see a VLAN that you want to use, click New ( + ) to
create new VLAN and type in a VLAN ID from 1 to 4094.
Description: Enter a useful note for future reference.
Manage user for this profile via User Manager: Uncheck (Disable)
This is only for private PSK users, who are typically short-term visitors or contractors, managed by User
Manager administrators and operators)
Optional Settings – GRE Tunnels: (Expand)
Choose GRE tunnel for roaming or station isolation and then select a tunnel policy from the drop-down list;
or click New ( + ) to define a new policy.
Name: Enter a name for the tunnel policy. It can be up to 32 characters long and cannot include spaces.
Description: Enter a useful note for future reference.
Tunnel Settings: Choose Enable Dynamic Tunneling for Layer 3 Roaming and optionally configure an
unroaming threshold interval and the number of packets per minute that determine when a client is idle
and should be forced to disconnect and re-associate to obtain an IP address from the local subnet.
Some clients, such as Spectralink VoIP phones, must be power cycled to obtain a new IP address. If
your network supports these devices, disable unroaming by leaving the threshold at zero packets per
minute.
Optional Settings – QoS Settings: (Expand)

High Density Wi-Fi Design & Configuration Guide | 64

Rate Control & Queuing Policy: Choose an existing policy from the Rate Control & Queuing Policy dropdown list and then click Modify, or click New ( + ) to define a new policy.
In the Rate Control & Queuing dialog box, enter the following and then click Save:
Name: If this is a new policy, enter a name for it.
Per User Rate Limits: Define per-user rate limits for both 802.11a/b/g and 802.11n clients to ensure that a
few greedy clients do not saturate the network or Internet bandwidth, starving other clients of
adequate network resources and diminishing user satisfaction.
Rate-limiting is important to prevent mobile devices from consuming excessive network bandwidth
for cloud backup and collaboration services. However, rate limits must be sufficient to meet user
expectations based on the environment and applications intended for use over the Wi-Fi network.
The rate limit will vary based on the deployment scenario. Consider defining per-user rate limits in
the context of available LAN services, WAN and Internet bandwidth constraints, desired
applications to be supported, and the anticipated amount of concurrent devices on the network
(including multiple devices per user).
Refer to the “Applications” section of this document to determine application throughput
requirements and use the associated worksheet in the appendix to determine appropriate
per-user rate limits for various client devices and user groups.
Description: Enter a useful note about the policy for future reference.
Per User Queue Management
After you have set the Per User Rate Limits, adjust the Per User Queue Management section to
ensure the policing rate value for each traffic class conforms to the maximum user rate limit set
above. Each traffic class policing rate limit can be equal to but not greater than the maximum user
rate limit.
Policing Rate Limit (Kbps) (802.11a/b/g): Adjust the policing rate limit for traffic classes to be equal
to or less than the Per User Rate Limits configured for 802.11a/b/g in the section above. If the value
is already at or below the per-user rate limit, leave the default setting.
Policing Rate Limit (Kbps) (802.11n): Adjust the policing rate limit for traffic classes to be equal to or
less than the Per User Rate Limits configured for 802.11n in the section above. If the value is already
at or below the per-user rate limit, leave the default setting.
After you finish configuring these settings and click Save in the upper right corner, HiveManager returns
to the New/Edit User Profile panel.
Policing Rate Limit: Set a policing rate limit to enforce a maximum traffic forwarding rate for the entire user
profile. This rate limit is shared among all clients to which an AP applies the user profile. A policing rate limit
applied to a user profile can be beneficial to limit the throughput of an entire group of users, such as
guests. This can ensure that bandwidth usage by this group of users does not negatively affect other groups
of users or saturate a lower-speed connection, such as a WAN or Internet circuit.
Define a policing rate limit for each user profile in the SSID. If rate limiting is not required for an entire group
of users, then these values can be left at their default settings of 54,000 Kbps for 11a/b/g mode and
1,000,000 Kbps for 11n mode.
Do not accidentally confuse the user profile policing rate limit with the per-user rate limits. Doing so
could inadvertently limit network-wide performance of all users to which an AP applies the user profile.
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Optional Settings – SLA Settings: (Expand)
Enable SLA: Check (Enabled)
Targeted Minimum Throughput Level: Enter a minimum throughput level that you want APs to provide for
each user to which this profile applies. Base the amount on the application performance requirements that
you determined during the network planning and design stage. The default is 1000 Kbps but can range
from 100 to 500,000 Kbps.
Action: Choose Log & Boost to boost client airtime and log the event for network monitoring by
administrators.
The airtime boost helps clients suffering low performance below the targeted minimum throughput
level. When an AP queues packets from a healthy client to the point that its throughput slows down
below your specified minimum targeted throughput level, the AP reallocates airtime tokens from other
clients to the client that needs them. With more of these extra airtime tokens assigned to the queue of
backlogged packets for that client, the AP can send them out faster until the client is again making use
of the targeted minimum amount of throughput. The AP only gives a client an airtime boost if its
connectivity is otherwise healthy but is merely lacking sufficient airtime to meet the minimum
throughput target. Clients that are not healthy due to high error rates, low signal strength, or low data
rates will not benefit from an airtime boost, so the AP does not attempt to boost them.
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Figure 22

Client SLA target throughput level and airtime boost

Aerohive devices make use of the airtime tokens created when dynamic airtime scheduling is
enabled. Therefore, to apply SLA, be sure to enable dynamic airtime scheduling in Configuration >
Network Policy › Configure Interfaces & User Access › Additional Settings › QoS Settings.
2.

Once the user profile configuration is complete, click Save in the upper right corner. Configure additional user
profiles as necessary.

3.

After you have configured all the user profiles you need, highlight the one that you want to use in the Default
tab in the Choose User Profiles dialog box and optionally highlight one or more user profiles in the
Authentication tab. Then click Save to save the user profile choices for the SSID.
HiveManager returns to the Configure Interfaces & User Access panel.
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Additional Settings
The Additional Settings section is where you can define traffic filters, ALG (application layer gateway), WIPS (wireless
intrusion prevention services), management options, network QoS classification and marking policies, and more.
1.

Click Modify next to Additional Settings to configure the following settings for a high-density deployment.
Service Settings: (Expand)
ALG Services: Choose an ALG services profile from the drop-down list, and then click Modify; or click
New ( + ) to define a new profile. The ALG Services configuration dialog box appears.
The Aerohive ALG (application layer gateway) is a software module that Aerohive devices use for
managing network services that have separate control and data streams, such as FTP, SIP, and TFTP. In
addition, DNS and HTTP protocol inspection are supported. You can also define custom ALG services
for other protocols.
Because the use of ALG services requires deep packet inspection at Layer 7, it negatively affects
network performance. Therefore, disable ALG services unless you specifically need them for security,
QoS classification, or device operating system identification purposes.
The ALG can intercept and analyze traffic so that Aerohive devices can perform the following
functions:
•

Ensure firewall controls are accurately applied to both control and data streams when a protocol
negotiates dynamic port ranges.

•

Prevent client DNS cache poisoning by inspecting reply packets to ensure that they match the
query, and if it does not then drop the packet. This protects DNS clients from unsolicited replies that
might be attempting to poison their DNS caches.

•

Apply the appropriate QoS classification and marking for protocols that use dynamic port ranges.

•

Control maximum application session length and intervals for closing inactive data sessions.

Enter the following in the ALG Services dialog box, and then click Save:
FTP: Uncheck (Disable)
TFTP: Uncheck (Disable)
DNS: Uncheck (Disable)
SIP: Uncheck (Disable) (unless Voice over IP with SIP is
being used)
The SIP ALG service is required to inspect SIP
signaling messages to determine the dynamically
allocated port number for media packets and
apply the appropriate QoS class and firewall policy
to the traffic belonging to a SIP session.
If SIP voice applications are on the network, enable
the SIP ALG to ensure that the Aerohive device
Figure 23
Policy-based client isolation
applies the proper QoS and firewall controls. In
addition, if you enable policy-based client isolation
in a firewall policy but permit SIP voice traffic between clients, then you must also enable the SIP
ALG to determine the dynamic ports that SIP uses for media traffic.
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HTTP: Uncheck (Disable) (unless client OS identification is required)
Aerohive devices use the HTTP ALG to help perform client OS identification and then assign a user
profile based on the detected OS. An Aerohive device inspects client traffic and detects the HTTP
user-agent string. If the HTTP ALG service is disabled, then client device identification can still occur,
but will only rely on DHCP snooping, MAC OUI lookup, or domain membership. Device
identification and user profile reassignment are configured in the client classification policy within a
user profile.

Figure 24

Operating system detection and user profile reassignment

TeacherView also makes use of the HTTP ALG to parse HTTP traffic and detect requested URLs
so that the teacher can control which websites students can visit.
If you must enable one or more ALGs, create a new ALG service profile rather than modify the defservice-alg profile. You can also clone an ALG service profile on the Configuration › Show Nav ›
Advanced Configuration › Common Objects › ALG Services page.
After you complete the ALG services configuration and click Save, HiveManager returns to the
Additional Settings panel.
WIPS Policy: Choose a WIPS (wireless intrusion prevention system) policy from the drop-down list, and then
click Modify; or click New ( + ) to define a new policy. A WIPS policy enables rogue AP intrusion detection
and mitigation on the wireless network.
Enter the following to create a WIPS policy in the WIPS Policy dialog box, and then click Save:
Name: If this is a new policy, enter a name for it.
Description: Enter a useful note about the policy for future reference.
Enable AP intrusion detection: Check (Enabled)
A WIPS policy is always recommended for security purposes.
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AP Policy: Configure the AP policy settings needed to meet the security policies for your organization
regarding the detection of rogue APs. Rogue AP detection methods include verification of the SSID,
MAC OUI, WMM QoS, short preamble (2.4 GHz), short beacon interval, and wired network attachment
status.
Client Policy: Enable or disable ad hoc network detection based on your organization’s security
policies.
Optional Settings: (Expand)
Mitigation Mode: Select Manual in high-density environments to minimize service disruption to valid
wireless clients.
Rogue AP mitigation involves one or more APs detecting the presence of rogue clients attached to
a rogue AP. If clients are found, then one or more mitigator APs flood the rogue AP and their clients
with deauthentication frames, resulting in a DoS (denial of service) attack on the unauthorized
devices. If the APs that you select as mitigators are not on the same channel as the rogue, then
they must switch channels for 80 milliseconds to launch their attack (unless they are already on the
same channel as the rogue).
The transmission of deauthentication frames increases network overhead and decreases network
capacity. Additionally, when Aerohive APs temporarily switch channels to detect the presence of
rogue client associations and launch DoS attacks, they cannot serve legitimate wireless clients.
When using the manual mitigation mode, Aerohive APs still detect rogue APs (using background
scanning) but do not automatically switch channels to detect client associations or perform
mitigation. You must manually review detected rogue APs on the Monitor › Access Points › Rogue
APs page and select APs to perform mitigation. With manual mitigation, you control the entire
mitigation process: which rogues to attack, which APs to use in the attack, when to start the
attack, and when to stop it.
To minimize service disruption when performing rogue mitigation, select Aerohive APs that are
on the same channel as the rogue AP to send the deauthentication frames.
If you choose to use Automatic rogue mitigation, enable the Automatically mitigate rogue APs
only if they are connected to your network setting. This setting minimizes the impact of rogue
mitigation to only those high-severity incidents where the rogue is determined to be connected
into the wired network (termed “In-net”).
Use caution when enabling rogue mitigation to minimize false positives that could negatively
affect neighboring WLANs. Attacking legitimate clients in a nearby network that happens to
be within radio range of your APs can introduce legal issues.
Period for client detection and mitigation: 1 second (Default)
Consecutive number of mitigation periods: 60 periods (Default)
Max time limit for mitigation efforts per rogue AP: 14,400 seconds (Default)
Length of client inactivity needed to stop mitigation: 3600 (Default)
Max number of mitigator APs per rogue AP: 1 (only applies to Semi-automatic and Automatic modes)
After you complete the WIPS policy configuration and click Save, HiveManager returns to the
Additional Settings panel and automatically selects the WIPS policy that you just created from the
drop-down list.

High Density Wi-Fi Design & Configuration Guide | 70

Service Settings (Additional RADIUS Settings)
Enable periodic checking of network connectivity to RADIUS servers: Check (Enabled)
Enable APs acting as RADIUS authenticators to check the network connectivity of all configured
RADIUS authentication and accounting servers to verify their availability. The authentication servers can
be either Aerohive RADIUS servers or external RADIUS servers. If any servers are unresponsive to the
probes that an authenticator sends, it bypasses those servers when forwarding authentication and
accounting requests from RADIUS supplicants. This allows APs to bypass unresponsive servers
immediately, providing clients with a potentially faster response time when making authentication and
accounting requests.
Any valid RADIUS response, either authentication success or failure, confirms RADIUS server
availability and permits the Aerohive RADIUS authenticator to send client authentication requests
to that server.
If you clear this option, the authenticator might have to retry sending a request multiple times to the
primary server before failing over to backup1, and then repeat the failover process before trying
backup2, and then again for backup3.
Periodic Check Interval: 60 seconds (Default)
Retry: 3 (Default)
Retry Interval: 2 seconds
Reduce the retry interval to two seconds from the default of 10 seconds to minimize the time required
to detect an unresponsive RADIUS server. In high-density environments, RADIUS servers should be
connected to the local LAN for low-latency access. In such cases, it is unnecessary to wait ten seconds
to retry the probe.
Additionally, if RADIUS servers are heavily loaded due to a large number of transactions, the server
response time might become unacceptably long, causing client supplicant timeouts during the
authentication process. Every supplicant will behave slightly differently, but most supplicants will time
out within a few seconds. If HiveManager logs and alerts indicate RADIUS server status bouncing
between active and inactive, check the RADIUS server resource utilization. This might indicate the need
for an increase in RADIUS server capacity to process the load.
User Name and Password: Define the user name and password for a valid user account. If you leave this
blank, the AP authenticator sends the user name “AerohiveProbe” and password “test” when probing
RADIUS servers. Unless this is a valid user account, authentication failures can clog up the RADIUS server log.
If your organization monitors RADIUS log entries to detect attempted intrusion detection or for trending
purposes, it would be beneficial to modify the default user name and password to valid values that will
produce successful authentication log entries.
Management Server Settings: (Expand)
DNS Server: If Aerohive devices have static IP addresses, define a set of DNS servers to ensure that they can
discover and connect to HiveManager. If Aerohive devices are using DHCP, then you can leave this empty
because they automatically learn DNS servers from the DHCP server by default.
NTP Server: If any Aerohive devices implement a private PSK SSID, perform RADIUS server functionality, or
use a captive web portal, make sure that their system clocks are accurate so that they can enforce private
PSK key lifetimes and validate certificates. Define a set of NTP servers to ensure that Aerohive device clocks
are accurate.
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QoS Settings: (Expand)
Classifier Map: Choose an existing map from the list and then click Modify, or click New ( + ) to define a
new one. The classifier map is the first step in determining how an Aerohive device prioritizes incoming
traffic, polices (rate limits) it, and then queues, schedules, and ultimately transmits it.
If you do not apply a classifier map, then Aerohive devices classify all traffic according to Aerohive
default classification settings, which might not match the network design of your organization.
Aerohive devices can use several methods to map incoming traffic to Aerohive QoS classes. Aerohive
devices only use the methods that you enable for QoS classification. Aerohive devices perform traffic
classification based on the following aspects of incoming traffic and map them to Aerohive classes in the
following order of priority:
1.

Network services (protocol, port number, and ALG service)

2.

MAC OUI

3.

SSID

4.

Existing classification markings in the frame (802.1p, DiffServ, and 802.11e)

Enable the categorization methods and define the mappings that you want to use when assigning
incoming traffic to various Aerohive QoS classes. If you identified any specific latency-sensitive applications
during the network planning and design stage, ensure they are accounted for in the classifier map.
A network policy can only reference one classifier map. Therefore, ensure that it is configured to
identify and classify all types of traffic on the network to which you apply it.
When the classifier map configuration is complete, click Save in the upper right corner. HiveManager
returns to the Additional Settings panel.

Figure 25

Aerohive QoS system
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Marker Map: Choose an existing map from the list and click Modify, or click New ( + ) to define a new one.
For outgoing traffic, Aerohive devices make use of marker maps to communicate traffic priority to
neighboring network devices using 802.1p and DiffServ. A marker map is only necessary if other network
devices also recognize 802.1p or DiffServ markings and base their frame or packet forwarding on these
markings.
Enable the mapping of Aerohive classes to either 802.1p or DiffServ by selecting the appropriate check
box. The default values map Aerohive QoS classes to the IEEE standard 802.1p values (layer 2) and to
DiffServ Code Points that are backwards compatible with the original IP Type of Service (TOS) / IP
Precedence definition (now referenced as DSCP Class Selector values). You can leave the default values in
place or modify them as necessary to integrate with an end-to-end network QoS design. For example,
many networks use the Expedited Forwarding (EF) marking to signal voice traffic, which uses a DSCP value
of 46. Therefore, you might want to modify the DiffServ marker map for Aerohive Class 6 traffic from a value
of 48 (default) to 46 to integrate with such a network QoS policy.
802.1p markings can only be applied to traffic transmitted on trunked non-native VLANs because the
markings are carried in the 802.1Q VLAN header. Aerohive APs always mark outgoing wireless traffic for
IEEE 802.11e automatically.
When the marker map configuration is complete, click Save in the upper right corner. HiveManager returns
to the Additional Settings panel.

Figure 26

Default Aerohive QoS marker mappings
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Dynamic Airtime Scheduling: Check (Enabled)
It is recommended to enable Dynamic Airtime Scheduling to improve network performance for highspeed clients by reducing airtime monopolization by slow-speed clients.
In a traditional 802.11 wireless network, medium contention procedures provide an equal opportunity
of transmission for all frames of the same QoS class across all stations. This is often referred to as "framelevel fairness" because every frame of the same QoS class has a statistically equivalent probability of
transmission. QoS controls such as Wi-Fi Multimedia (WMM) can provide differentiated service and
prioritized access for various classes of traffic (for example, voice and video applications). However, it
cannot take into account Wi-Fi stations that transmit at different data rates and use different amounts
of airtime. Slower clients, such as 802.11b or one spatial stream 802.11n devices, use significantly more
airtime to transmit the same amount of data as much faster clients, such as two or three spatial stream
802.11n devices. This default "frame-level fairness" mechanism results in slower clients monopolizing
airtime and significantly decreasing network capacity and the performance of faster clients.
To address this and make airtime access more equitable, Aerohive provides airtime-based QoS.
Instead of just using QoS traffic classification and queuing, APs allocate airtime per client, per traffic
class, and per user profile by dynamically calculating airtime consumption per frame. In the case
where multiple types of clients (802.11a, b, g, or n) are active in the same WLAN, all clients receive the
same amount of airtime regardless of the type of client. This results in higher throughput for faster clients
without negatively penalizing slower clients.

Figure 27

Dynamic Airtime Scheduling

You must enable Dynamic Airtime Scheduling for client SLA (service level assurance) settings and
airtime boost to work. You can configure SLA settings within user profiles.
More information can be found in the Dynamic Airtime Scheduling – Optimizing Network and
Client Performance Whitepaper on the Aerohive website.
2.

After you finish configuring all the settings in the Additional Settings section, click Save in the upper right corner.
HiveManager returns to the Configure Interface & User Access panel.
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Radio Profiles
A radio profile is a collection of configuration settings that control the operation of AP radios in either the 2.4 GHz or
5 GHz frequency band. Radio profiles contain settings for channel and power management, frame aggregation,
WMM QoS settings, antenna selection, load balancing, band steering, client admission to the network, and SLA
customization settings.
Configure two separate radio profiles, one for 2.4 GHz and one for 5 GHz radios, either by creating a new profile or
by cloning and editing an existing profile.
It is recommended to leave default radio profiles unmodified. If you require a custom radio profile, either create a
new profile or clone a default one.
1.

To configure a radio profile, click Configuration › Show Nav › Radio Profiles, select the check box next to a
predefined profile and then click Clone, or click New to create a new profile from scratch. For high-density
networks, clone the High-Capacity-20MHz-11ng-Profile for the 2.4 GHz radios, and clone the High-Capacity40MHz-11na-Profile for the 5 GHz radios.

2.

Edit the newly cloned radio profiles and configure the following settings:
Radio Mode: 11ng (2.4 GHz profile) or 11na (5 GHz profile)
Ensure the radio mode includes support for 802.11n features by selecting either 11ng or 11na. Avoid
selecting 11b/g and 11a as these settings will disable all 802.11n features and significantly decrease
performance and capacity of the wireless network.
Channel and Power: (Expand)
Enable background scanning: Check (Enabled)
Enable background scanning to support critical network operations, even in high-density environments.
Background scanning allows APs to go off-channel temporarily to scan alternate channels. It is
required to support WIPS rogue AP detection and hive neighbor discovery for automatic Layer 3
roaming when APs are on different subnets.
If you disable background scanning, rogue APs will only be discovered on the channels an AP is
currently using and you must manually define hive neighbors for Layer 3 roaming because they will not
be able to use scanning to discover each other automatically.
Background scanning is not required for APs to engage in the automatic channel selection process
using ACSP (Advanced Channel Selection Protocol). Automatic channel selection still occurs at
first boot, during the defined time interval, or if RF interference thresholds are exceeded. However,
it does improve the channel selection process by allowing APs to gather performance metrics from
all channels.
Interval between full scans: 30 minutes (2.4 GHz radio profile) and 60 minutes (5 GHz radio profile)
Increase the background scanning interval higher than the default value of ten minutes in highdensity environments to minimize the amount of time APs spend off-channel. This increases the
amount of airtime spent serving clients associated with the access point and decreases traffic
latency when the network is busy.
The background scanning interval dictates how often AP radios scan all available channels. APs
scan all available channels during this interval – both overlapping and nonoverlapping channels;
for example, they scan channels 1-14 instead of just 1, 6, and 11. An Aerohive AP spreads out a full
background channel scan into several shorter partial scans so that they do not interfere with its
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own beacons. Each partial scan takes less time than the configured beacon interval period to
ensure the AP can return to its home channel and transmit the scheduled beacon.
You should define different intervals for the 2.4 GHz and 5 GHz radios. The 5 GHz frequency bands
contain substantially more channels than the 2.4 GHz band. Therefore, configure a larger scan
interval for a 5 GHz radio to minimize the amount of time spent off-channel.
The default scan interval of 10 minutes results in one channel being scanned every ~43 seconds in
the 2.4 GHz frequency band (14 channels) and every ~25 seconds in the 5 GHz frequency band
(24 channels). The dwell time on every channel is 80 ms, which includes the hop time required to
switch channels and the dwell time listening on the channel. This results in total time spent offchannel scanning representing ~0.2% of total airtime on 2.4 GHz radios and ~0.3% on 5 GHz radios.
The recommended scan intervals of 30 minutes (2.4 GHz radios) and 60 minutes (5 GHz radios)
result in total time spent off-channel scanning representing ~0.06% (2.4 GHz) and ~0.05% (5 GHz) of
total airtime, respectively.
Enable background scanning when there is traffic with voice priority: Uncheck (Disabled)
Disable background scanning when latency-sensitive voice traffic is active on the wireless network
to avoid missing critical information when the AP goes off-channel. This feature interacts with the
Aerohive QoS system to detect traffic in the voice priority queue. Therefore, ensure voice traffic is
properly classified using the classifier map that the network policy references.
Enable background scanning when there are clients connected: Check (Enabled)
In high-density environments, there is a high likelihood that APs will have clients connected most of
the time. Therefore, for these necessary network functions to occur, background scanning must be
allowed when clients are connected.
Enable background scanning when connected clients are in a power-save state: Check (Enabled)
Enable background scanning when there are power-save clients connected, which is likely in highdensity environments. Because the AP goes off-channel for less than a single beacon period,
background scanning does not negatively affect power-save clients. The AP returns to the
operating channel to transmit the beacon DTIM (delivery traffic indicator message) as scheduled
to inform power-save clients of buffered data frames.
Choose an optimal channel from all available channels based on channel cost: Uncheck (Disabled)
This configuration option is only available in a 2.4 GHz radio profile (11bg or 11ng).
Disable this option to ensure that automatic channel selection only considers nonoverlapping
channels. When this is enabled, channel selection considers all available channels, including
overlapping ones.
When you disable this option, HiveManager displays additional settings so that you can select the
nonoverlapping channels to use on the network. You can choose either a 3-channel model (1, 6, 11) or
4-channel model (1, 4, 8, 11). The 4-channel model varies based on the region selected due to
differences in channel availability in the upper portion of the 2.4 GHz frequency band.
Always select the 3-channel model (1, 6, 11) in high-density environments to minimize co-channel
interference.
Enable DFS (Dynamic Frequency Selection) channels: Check (Enabled; unless in close proximity to Terminal
Doppler Weather Radar)
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This configuration option is only available in a 5 GHz radio profile (11a or 11na).
Enable the 5 GHz radio to select and use channels in the UNII-2 and UNII-2 Extended frequency bands,
which require dynamic frequency selection to detect and avoid radar systems that use the same
frequencies. In high-density environments, maximizing overall spectral capacity is critical to support the
required client capacity. This requires more closely spaced Wi-Fi cells and a carefully designed channel
reuse plan. Having a greater number of available channels increases spectral capacity to serve more
concurrent clients and allows greater separation between Wi-Fi cells using the same channel, which
reduces co-channel interference.
If the Wi-Fi network is located within 35 km of a Terminal Doppler Weather Radar (TDWR) system,
consider disabling DFS channels to minimize channel changes due to the detection and
avoidance of radar. A database of TDWR systems is maintained at
http://spectrumbridge.com/udia/home.aspx.
Enable radar detection without changing channels: Uncheck (Disabled)
Disable this setting unless you are absolutely certain that no TDWR systems are active within 35 km
of the WLAN.
This setting enables APs to detect radar signals but remain on the current channel even if they do
detect a signal. In these cases, APs can use DFS channels without changing channels when
encountering erroneous radar signals.
Enable this setting only if you are positive that no TDWR systems are within 35 km of the wireless
coverage area, the indoor WLAN does not interfere with a nearby TDWR system, or the APs are
detecting erroneous radar signals that are causing unnecessary channel changes. In high-density
networks, enabling this setting can increase network stability and allow use of DFS channels for
greater spectral capacity in situations where it is safe to do so.
Enabling this setting without proper verification could result in violation of FCC regulations and
result in legal issues. DFS regulations are primarily targeted toward outdoor equipment
deployed by wireless Internet service providers (WISPs). Indoor network installations are far less
likely to interfere with TDWR systems. However, take caution when enabling this setting.
Switch channels if any one of these thresholds indicating RF interference is reached: Check (Enabled)
Enable channel switching to avoid sources of RF interference in high-density environments when
interference or errors exceed a specified threshold.
Enable channel switching even if stations are connected: Check (Enabled)
In high-density environments, it is likely that AP radios will have clients connected most of the time.
Enable this option to allow an Aerohive AP to switch channels even though clients are connected,
rather than continuing to operate on a channel that is experiencing significant interference issues.
Clients might experience a momentary loss of connectivity while roaming to a nearby AP or back
to the same AP once it has switched channels. However, this is preferable to clients remaining on
the same channel and suffering interference unnecessarily.
The AP will issue a Channel Switch Announcement (CSA) to clients when changing channels in
the 5 GHz band to inform them of the newly selected channel.
Interference Use Threshold: 25% (Default)
CRC Error Threshold: 25% (Default)
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Channel Auto Selection: Check (Enabled)
Enable Channel Auto Selection to allow APs to determine the optimal channel for operation using
ACSP (Advanced Channel Selection Protocol). ACSP is a heuristics-based channel selection algorithm
that examines channel utilization, interference, CRC error rates, Wi-Fi neighbors on overlapping
channels, and channel regulations (enforced power limits and DFS requirements). By enabling ACSP,
APs can dynamically evaluate the environment to determine optimal channel settings and react to
changing RF conditions caused by interference or marked by increased error rates.
Configure the time period during which APs re-evaluate optimal channel selection and define the
maximum number of clients that can be connected for an AP to permit a channel change. If the client
count exceeds the threshold, then the AP defers changing channels until the number of associated
clients drops to or below the defined value within the defined time period.

Figure 28

Automatic channel selection

Although scheduled channel selection only occurs within the defined time period, the ACSP algorithm
considers historical channel performance statistics that an AP gathered throughout the previous day.
Additionally, a mesh point includes the discovery of existing mesh networks and the selection of the
most appropriate mesh backhaul link when considering which channel to use.
By default, this option is disabled, which causes an AP to select only a channel at first boot, when
interference or CRC error rates exceed thresholds, or if the radio is disabled and re-enabled.
Max Transmit Power: Check (Enabled) select and set a power level based on client capabilities
Enable this option to align the maximum transmit power level of the APs with that of client devices for
successful bi-directional communication (see the Client Devices section).
The following maximum transmit power levels are recommended to support various client device types.
Use the lowest power setting if the WLAN must support multiple device types.
•

2.4 GHz Radios – 11dBm (12.5mW)

•

5 GHz Radios – 14dBm (25mW)
Ensure the configured Max Transmit Power level aligns with the power levels established by site
surveys during the network planning and design phase. Doing so ensures adequate coverage
and minimizes co-channel interference.

A Wi-Fi network that must support low-power mobile devices, such as tablets and smartphones, should
be designed to ensure successful bi-directional communication between the AP and clients. When APs
transmit at a higher power than their clients, the wireless link between them can become unbalanced,
which can cause high error and retransmission rates. This is because the higher power AP-to-client
(downstream) transmissions can be properly received by the client, but the lower power client-to-AP
(upstream) transmissions cannot. This situation severely degrades network performance and can
render the network unusable for low-power client devices.
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Channel Width: 20 MHz
Set the channel width to 20 MHz in both 2.4 GHz and 5 GHz radio profiles to maximize spectral capacity
for channel reuse in a high-density environment.
Wi-Fi network capacity is ultimately a factor of available spectrum. By using 20-MHz channels, you can
deploy the maximum number of colocated Wi-Fi radios on separate channels in a single service area.
This increases the number of clients that the WLAN can support. With many modern mobile devices
only supporting 20-MHz-wide channels, the use of 40-MHz-wide channels only increases bandwidth for
a subset of the client population. When mobile clients transmit using only 20 MHz of a 40-MHz channel,
the other portion of the spectrum goes unused and is unavailable for other clients, resulting in a loss of
spectral capacity. It is often more effective to use two 20-MHz channels, which allows simultaneous
transmission, rather than one 40-MHz channel, which allows only one transmission at a time.
Radio Settings: (Expand)
Preamble: Auto (Short/Long)
This configuration option is only available in a 2.4 GHz radio profile (11b/g or 11ng).
If the WLAN must support 802.11b clients, enabling short preambles improves network performance
and reduces overhead.
Enable Short Guard Interval: Check (Enabled)
Enabling the short guard interval for 802.11n clients improves performance by reducing the amount of
time between symbols. This setting is appropriate for most indoor environments where typical multipath
conditions result in a symbol delay of less than 400 ns.
In environments with a large amount of multipath, disable the short guard interval to prevent frame
errors and retransmissions.
Enabled Aggregate MAC Protocol Data Units: Check (Enabled)
A-MPDU (Aggregate MAC Protocol Data Units) is a method of frame aggregation with 802.11n that
combines multiple frames before transmission. This reduces protocol overhead due to medium
contention, signal synchronization (preambles), and 802.11 protocol headers. The result is more efficient
operation and higher overall network throughput and capacity. A-MPDU increases the maximum
frame size from 2,304 bytes to 65,535 bytes.
Antenna / Transmit and Receive Chain Settings: (Expand)
Use default transmit and receive chains: Check (Enabled) (Default)
Enable the use of the default number of transmit and receive radio chains based on the Aerohive
device model and hardware capabilities. Each device enables the maximum number of radio chains
it can use to improve signal quality and network capacity. Techniques such as SDM (spatial division
multiplexing) and MRC (maximal ratio combining) require the use of multiple radio chains to operate
effectively. SDM increases throughput by using MIMO (multiple input, multiple output) to transmit and
receive multiple data streams simultaneously. MRC improves link quality at the receiving station by
using multiple radio chains and advanced digital signal processing techniques to improve the signal
quality of received data frames.
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Backhaul Failover: (Expand)
Enable Backhaul Failover: Uncheck (Disabled)
Mesh networking should not be used in high-density environments because it reduces performance. By
disabling backhaul failover, you prevent a portal, which is an AP cabled to the wired network, from
failing over to a mesh point if the uplink to the connecting switch fails.
Optimizing Management Traffic Settings: (Expand)
Access points and clients exchange management traffic to perform network discovery and control initial
network connection establishment and termination. Although a client is responsible for selecting the
optimal access point with which to connect, Aerohive APs can influence their decisions based on a more
holistic view of capacity, load, and interference across the entire network. By modifying access point
behavior when responding to client probe and association requests, Aerohive APs can urge clients to
connect on a specific radio band (band steering) or to a specific access point (load balancing).
Band Steering
This configuration option is only available in a 2.4 GHz radio profile (11b/g or 11ng).
The 5 GHz frequency band offers more spectrum and higher capacity than the 2.4 GHz frequency
band. Although newer clients are becoming more aware of the available 5 GHz capacity, most dualband clients continue to exhibit a preference for connecting to APs on the 2.4 GHz band. Therefore, it
is often advantageous to encourage dual-band clients to connect to a 5 GHz radio where greater
capacity exists.
In high-density environments where access points are deployed in close proximity, band steering
enables greater use of the 5 GHz band, which offers more spectrum and better spectral reuse, resulting
in less co-channel interference and greater overall network capacity. In these environments, a higher
ratio of clients on 5 GHz can provide greater capacity than urging all clients onto 5 GHz or evenly
splitting clients between the frequency bands. By taking a balanced band-steering approach, you can
tailor frequency band utilization. This is preferable to an all-or-nothing approach that can overload the
5 GHz radio while leaving the 2.4 GHz radio relatively unused.
Neighboring hive members perform band steering by suppressing responses to probe and association
requests on their 2.4-GHz radios to clients that are also probing in the 5 GHz band. Additionally,
Aerohive APs suspend band steering if the number of clients associated with all hive neighbors on their
5 GHz radios reaches their load limits. They automatically resume band steering again when their 5 GHz
radios are no longer overloaded.
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Figure 29

Client band steering

Although you enable band steering only in a 2.4 GHz radio profile, APs apply it to both their 2.4 and
5 GHz radios.
Enable the steering of clients from the 2.4 to 5 GHz bands: Check (Enabled)
Band steering mode: Balanced band use, and set a ratio based on client capabilities
Use the balanced band method to control how dual-band clients connect to an AP in high-density
environments. This takes advantage of greater spectral capacity and a greater number of
channels in the 5 GHz band to provide greater aggregate capacity than is available in the 2.4 GHz
band.
Aerohive provides three different approaches to band steering:
•

Balanced band use – APs split dual-band clients between frequency bands in a deterministic
fashion to ensure that both the 2.4 GHz and 5 GHz frequency bands are optimally used. You
define the ratio of clients placed on the 5 GHz versus 2.4 GHz bands based on the network
capacity (number of APs on nonoverlapping channels) and estimated client radio capabilities.
From the site surveys performed during the network planning and design phase, aggregate 2.4
GHz capacity might be less than expected if co-channel interference exists above the design
threshold (-85 dBm). In such cases, you might need to set the ratio slightly higher to account for
this reduction in 2.4 GHz capacity.

•

Urge 5 GHz band use – APs urge all dual-band clients to connect to the 5 GHz radio by
selectively responding to probe and association requests only after a configured number of
attempts (5 attempts by default). If clients continue to request access on the 2.4 GHz radio,
then access is eventually granted.

•

Enforce 5 GHz band use – APs require all dual-band clients to use the 5 GHz radio. If an AP
receives probe and association requests from a client on both frequency bands, it only
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responds on the 5 GHz radio. The AP still allows other clients that operate only in the 2.4 GHz
band to connect to the 2.4 GHz radio.
Load Balancing
When an Aerohive AP radio becomes overloaded with too much wireless traffic, it can use load
balancing to manage association requests and clients. Multiple hive members within radio range of
one another can distribute clients among themselves. By sharing information about client loads, client
airtime consumption, CRC error rates, and RF interference conditions with one another, they build a
shared database of AP and network conditions. Based on these conditions, some APs can decide to
ignore probe and association requests from new clients so that they will associate with other APs with
more favorable conditions.
Enable client load balancing among neighboring hive members: Check (Enabled)
Load balancing mode: airtime-based
APs can base load balancing on either airtime utilization or the number of clients (stations)
associated with each hive member. Airtime-based load balancing determines radio load by
observing the amount of traffic and channel utilization for each hive member. This provides a
better indication of available radio capacity than station number because many stations can be
connected to a radio but are relatively idle, or interference might be present on the channel,
which limits available airtime and capacity. By basing load balancing decisions on airtime
utilization, the APs can measure and compare available capacity among hive members more
accurately.
Load balancing based on station count can be effective when client behavior is nearly
identical, typically when all clients are of the same type and running the same application.

Figure 30

Airtime-based client load balancing

After you enable load balancing, configure the thresholds at which APs in an overloaded state begin
ignoring probe and association requests and start urging clients to connect to a different AP.
Maximum CRC error rate per Aerohive device: 30% (Default)
Maximum RF interference per Aerohive device: 40% (Default)
Minimum average airtime per client: 4% (Default)
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Anchor period: 60 seconds (Default)
Interval to query neighbors about client loads: 60 seconds (Default)
Weak Signal-to-Noise Ratio Probe Response Suppression
This setting suppresses probe responses when Aerohive APs detect that the SNR (signal-to-noise ratio)
for a client is weak, as determined by its measurement against the SNR threshold. This helps prevent
clients from discovering and associating with access points that would result in a low-quality
connection.
Enabling this feature can cause longer roam times for clients if the Wi-Fi network design does not
provide adequate coverage overlap between adjacent Wi-Fi cells. If a more conservative
approach is required, then leave this feature disabled.
In high-density environments where one or multiple access points provide adequate coverage in all
areas, clients will likely discover and associate with an access point with a high SNR without the use of
this feature. Therefore, disable this feature to prevent potential delays in roaming.
Selectively respond to probe requests if the SNR (Signal-to-Noise Ratio) is stronger than the weak SNR
threshold: Uncheck (Disabled)
Weak SNR Threshold: 15 dB (Default)
Safety Network Check
Enable APs that are overloaded or receive association requests from clients with a weak SNR to deflect
clients for only a limited period of time (the Safety Net Period), with the intention that they will then
associate with a less busy AP or with a closer one, but eventually respond if clients cannot obtain
network connections elsewhere. In such situations, the overarching goal for APs is to provide wireless
network connectivity even when a good connection (high SNR) is not available from any AP. The
Safety Network Check applies to clients that have been deferred for any reason, including band
steering, load balancing, and weak SNR suppression.
Enable an AP, when it is in an overloaded state or a client’s SNR is weak, to respond to association
requests after the safety net period elapses: Check (Enabled)
Safety Net Period: 10 seconds
Define the time period after which APs will respond to client association requests despite having a
weak SNR. A longer safety net period might result in longer delays during the initial WLAN
connection but greater chances of associating with an AP that can provide superior data rates.
On the other hand, a shorter period can accelerate the initial connection but perhaps at the cost
of a less optimal data rate.
High Density WLAN Settings: (Expand)
Enable settings designed to optimize performance in a high density WLAN: Check (Enabled)
Management frames such as beacons, probe requests and responses, and association requests and
responses consume airtime that might otherwise be used for transmitting user data. Aerohive has
implemented the following options to minimize management traffic by using higher data rates and
suppressing and reducing probe and association responses under certain circumstances.
Basic Data Rate for Management Frames: High
Management frames are typically sent at the lowest configured basic data rate. If multiple data rates
are configured as basic rates, then enable the radio to send management frames at the highest basic
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data rate. This results in less network overhead by reducing airtime utilization required for management
traffic. In addition, it reduces the effective association range for clients connecting to the AP because
a higher received signal strength is required to demodulate management frames. This helps ensure
clients have strong signal strength, higher SNR, and use higher data rates, which increases overall
network capacity in high-density environments.
If you have already customized the SSID data rates for high-density environments, only a single
basic data rate may be enabled. In this situation, either basic data rate setting for management
frames results in identical network operation.
Suppress responses to successive probe requests within the same beacon interval: Uncheck (Disabled)
Disable this feature to prevent APs from suppressing responses to repeated probe requests from the
same client received within a single beacon interval to prevent potential delays in roaming.
Reduce responses to broadcast probe requests by allowing only one SSID at a time to respond:
Uncheck (Disabled)
Disable this feature to allow all SSIDs on an AP to respond immediately to broadcast probe requests by
clients to prevent potential delays in roaming. When enabled, this feature reduces responses to
broadcast probe requests by allowing only one of several SSIDs to respond, which they do in rotation.
Client Selection: (Expand)
Deny 802.11b clients: Check (Enabled) (unless 802.11b clients must be supported)
In high-density environments, support for 802.11b clients should be disabled to prevent slower clients,
whose transmissions consume greater airtime and decrease network capacity, from connecting.
802.11b data rate transmissions are significantly slower than 802.11a/g/n and significantly reduce
network capacity (typically 40% or more). Enabling this feature prevents 802.11b clients from
associating with the network.
This feature complements the data rate customization capabilities within each SSID configuration but is
applied at the radio level and affects all SSIDs. The two features behave in slightly different ways. When
802.11b clients are denied at the radio level, it is still possible to leave some 802.11b data rates enabled
on an SSID. In such cases, clients capable of higher data rates (802.11g/n) will still be able to associate
and dynamically rate shift down to 802.11b data rates as signal and error rates dictate. However,
disabling all 802.11b data rates in the SSID configuration effectively denies 802.11b clients from
associating and also prevents 802.11g/n clients from using those slower rates as well.
Deny 802.11a/b/g clients: Uncheck (Disabled)
In high-density environments where all clients are capable of 802.11n, you can disable support for all
802.11a/b/g clients to prevent slower clients, whose transmissions consume greater airtime and
decrease network capacity, from connecting to the network. The reduction in network capacity by
802.11a/g is minor compared to 802.11b, but disabling their support can provide a slight increase in
overall capacity for 802.11n clients. Also, by denying network access for 802.11a/b/g clients, protection
mechanisms that increase network overhead (such as CTS-to-Self) can be avoided. Enable this feature
to prevent all 802.11a/b/g clients from connecting to the network when you know that all authorized
clients support the 802.11n standard. Unlike 802.11b, it is not possible to deny 802.11a/g clients through
SSID data rate customization because at least one 802.11a/g data rate is required as a basic data rate
for management and control frames.
Although virtually all Wi-Fi clients manufactured today support 802.11n, a large install base of
legacy 802.11a/b/g clients still exists.
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SLA Settings: (Expand)
High-density, performance-oriented network: (select)
Configure SLA (service level assurance) settings optimized for high-density to hold clients to a higher
standard for SLA compliance. The APs closely monitor client health by evaluating data rates and frame
success rates to determine if the client is performing adequately. High density SLA settings require
clients to maintain higher data rates and lower error rates to be deemed healthy.
The SLA Setting tailors the operation of the client health score and client airtime boost to reflect the
network objectives and relative performance goals. To improve client performance using airtime
boost, enable Dynamic Airtime Scheduling in the network policy and set a client SLA targeted
minimum throughput level in the user profile.
To counter traffic congestion from clients with otherwise healthy Tx/Rx bit rates, APs can monitor client
throughput and report their SLA status. The APs can also dynamically increase the amount of airtime for
clients with a significant backlog of queued packets so that the AP can send them out faster and
thereby improve their throughput.
Customize: (optional)
Consider customizing the SLA settings for a high-density, performance-oriented network if a large
quantity of single spatial stream 802.11n mobile clients, such as smartphones and tablets, are on the
WLAN. The default high density settings require use of MCS14 and MCS13 which are only supported by
dual spatial stream clients. Modify the SLA rates to MCS6 and MCS5 to account for a large quantity of
mobile devices on the network and allow them to achieve SLA compliance. If most clients are capable
of two spatial streams, you can leave the default settings intact.

Figure 31
3.

Custom SLA settings

After you have configured all the radio profile settings, click Save in the upper left corner. HiveManager returns
to the Radio Profiles page.
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Device Configuration
Aerohive devices use configuration objects that include the network policy, SSIDs, RADIUS settings, user profiles,
radio profiles, and more. After you configure all of these individual objects that define a network configuration, you
must apply them to one or more devices. Additionally, you must configure unique device settings—including host
name, IP address, and service settings (such as a RADIUS server)—at the individual device level rather than through
common objects.
1.

To configure device settings, click Monitor > Devices › All Devices, then click the check box next to one or more
APs, and then click Modify.
To save time selecting multiple devices, click the check box in the column heading to select all of them or shiftclick to select multiple devices in contiguous order in the list.
When modifying multiple devices simultaneously, HiveManager displays only the common objects between
the device models for configuration. If you deployed multiple device models, configure sets of similar
device models at one time. Then repeat the device configuration for other models.
Network Policy: Select the previously defined network policy for the high-density network.
Radio Profile: Select the previously defined radio profile for both the 2.4 GHz and 5 GHz radios.

Figure 32
2.

Modify the configuration on multiple Aerohive devices at once

Click Save in the upper left corner.
HiveManager returns to the Aerohive device list. At this point, an icon depicting a list with a red exclamation
point appears in the Audit column for the configured devices (

). This icon indicates that a configuration

High Density Wi-Fi Design & Configuration Guide | 86

mismatch exists between the currently running configuration on the device and the assigned configuration in
HiveManager.
If you do not see the Audit column, click Display Device Status Information at the top of the page to
change the type of data presented.

Upload and Activate Configuration
The final step to deploying an operational network is to upload the assigned configuration in HiveManager to all of
the Aerohive devices in the network.
1.

To upload the configuration, click Monitor > Devices › All Devices, click the check box next to one or more APs
in the network, and then click Update › Upload and Activate Configuration.
You can customize the upload settings for complete or delta uploads, change the activation timing, and
specify the types of configuration objects to load.

2.

Click Upload to push the assigned configuration to the selected devices and activate the configuration.
HiveManager automatically displays the Device Update Results page, where you can view the upload status.

Figure 33

Device update results

You can navigate away from the Device Update Results page without interrupting the upload process.
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Network Monitoring and Optimization
High-density Wi-Fi networks require continual network monitoring and optimization to correct issues that arise during
normal operation, to adjust to dynamic changes in the environment, and to meet new demands placed on the
network that were not included in the original design. These activities are essential to maintaining a successful highperformance and high-capacity network.
Monitor the following network conditions to identify when you need to modify your network design and
configuration.

Network Summary Report
The Network Summary report summarizes major statistics about bandwidth usage, client activity, SSID usage, SLA
compliance, and Tx, Rx, and CRC errors across the network. The Network Summary report can make use of
topology folders to create reports for sets of Aerohive devices per folder, per building, and per floor. You can
schedule the Network Summary report or run it on-demand from the Reports › Network Summary page.
Several charts and statistics within the network summary report are essential to baseline network capacity and plan
for growth, including:
•

Maximum Concurrent Clients over Time

•

Top APs by Maximum Concurrent Clients

•

Top APs by Bandwidth Usage

•

Client Distribution by SSIDs

•

Client Distribution by Device Type (Operating System)

•

Bandwidth Distribution by SSID

•

Top APs with Errors
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The Maximum Concurrent Clients over Time chart shows the maximum number of concurrent clients connected for
the selected network segment over a period of time. Use this information to recognize network trends and for
capacity planning during times of maximum usage.

Figure 34

Maximum concurrent clients over time

The Top 20 Aerohive Devices by Maximum Concurrent Clients chart shows the maximum number of concurrent
clients connected to the top 20 Aerohive devices in the selected network segment. Use this information to balance
client workload between devices, or determine if you need to add more devices to your network.

Figure 35

Top APs by maximum concurrent clients
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The Top 20 Aerohive Devices by Bandwidth Usage chart shows the maximum number of concurrent clients
connected to the top 20 Aerohive devices in the selected network segment. Use this information to balance client
workload between devices, or determine if you need to add more devices to your network.

Figure 36

Top APs by bandwidth usage

The Maximum Concurrent Clients by SSID chart shows the distribution by SSID of the maximum concurrent clients
connected for the selected network segment. Use this information to understand client distribution across multiple
SSIDs.

Figure 37

Client distribution by SSID
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The Client Distribution by Device Type chart provides visibility into the types of devices and operating systems being
used on the network, which is important to support BYOD initiatives.

Figure 38

Client distribution by device type

The Bandwidth Distribution by SSID chart shows bandwidth usage by SSIDs for the selected network segment. Use
this information to determine usage trends for your SSIDs.

Figure 39

Bandwidth distribution by SSID
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The Error Types by Percentage for the Top 20 Aerohive Devices chart provides visibility into the APs experiencing the
most errors that may need attention.

Figure 40

Top APs with errors

Network Availability
Track network stability and availability by monitoring and reporting on access point uptime. The AP uptime
indicates the availability of access points to provide WLAN services for their clients. You can view real-time access
point uptime statistics on the Monitor › All Devices page.

Figure 41

Monitoring Aerohive device uptime

Also track the CAPWAP connection between APs and HiveManager. Their connectivity indicates the ability of APs
to communicate with the network management system for configuration updates, software updates, and real-time
statistics reporting. The CAPWAP connection does not affect network availability for Aerohive devices or
connected clients; they continue to operate with full functionality even when they cannot communicate with
HiveManager. However, loss of communication can indicate other sources of network instability, availability issues,
or excessive latency issues in the wired network that should be investigated. You can view real-time HiveManager
CAPWAP connection status on the Monitor › All Devices page in the Connection column. You can see recent
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alarms on the Monitor › Alarms page and historical reports on alarms by running the Device Connection Status
report on the Monitor › Reports page.

Figure 42

Monitoring the HiveManager CAPWAP connection

Network Configuration Compliance
HiveManager includes automated network configuration auditing for all Aerohive devices. This enables you to
ensure that they are running the approved configuration. If HiveManager detects a configuration mismatch
between the configuration defined in HiveManager and the actual running configuration on a device, it alerts you
by displaying a mismatched audit icon ( ) on the Monitor › All Devices page. (A green check
indicates that a
device matches the defined configuration in HiveManager; a red exclamation point indicates that HiveManager
detected a mismatch.) Clicking the mismatch icon displays a detailed list of configuration items that are out of
compliance on the device. You can update devices to bring them back into compliance by selecting the
mismatched devices and uploading and activating the configuration from the Update > Upload and Activate
Configuration dialog box.
When the network contains a large number of devices, you can create a filter that includes only devices where
the configuration indication is mismatched.

Figure 43

Configuration audit status

Client SLA Compliance
You can monitor client SLA (service level assurance) compliance, which tracks client performance to ascertain if
they are meeting minimum levels established for client health, airtime, and throughput. The target client SLA
requirements are defined within user profiles and establish the minimum throughput level that all clients within the
profile should be able to achieve. If clients cannot achieve the target SLA throughput, then it indicates an issue with
client health, lack of sufficient airtime, or use of data rates below those defined in the Radio Profile › SLA Settings.
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You can monitor client SLA compliance on the Home › Dashboard page. By clicking the SLA Filter button on the
Device SLA Compliance graph, you can filter the data that HiveManager displays by throughput, airtime, or health
to determine the specific causes affecting client SLA. Clicking the red Noncompliant Clients (%) stacked line item in
the graph provides a more detailed report on the causes of a violation.

Figure 44

Client SLA compliance

If a client is not meeting its SLA requirements but is otherwise healthy, the Aerohive device with which it is
associated can give it an airtime boost, if enabled, to increase throughput to an acceptable level. Aerohive
devices can also band steer clients between the 2.4 GHz and 5 GHz radio bands, or load balance clients between
APs. If clients still cannot meet the target SLA level, there might be a radio health issue such as interference,
incomplete coverage, or insufficient capacity to serve a dense client population at the defined target SLA
throughput level.
For more information, see the SLA Compliance: Wireless Fidelity Achieved whitepaper on the Aerohive website.

Client Health Score
IT departments need greater visibility into and control of their users’ Wi-Fi experience. They need a complete picture
of how Wi-Fi clients are performing versus their deployment goals; the ability to resolve connectivity issues
automatically or quickly; and the ability to deliver greater user satisfaction, improved productivity, and reduced
operational cost.
Most Wi-Fi systems offer administrators an overwhelming amount of statistical data, but do nothing to present the
data in a format that the average IT professional, who typically is not an RF expert, can readily grasp. By rolling all of
those statistics into a preconfigured-yet-customizable green/yellow/red format, you save a significant amount of
time figuring out whether a client’s connection is good, marginal, or poor. To monitor aggregate client health, view
the Client SLA Compliance graph on the Home › Dashboard page and drill down into individual client health data
on the Monitor › Clients › Active Clients page or on the Monitor › Clients › Wireless Clients page.
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Figure 45

Client Health Score

Client health score icons:
Green – indicates a good connection, where the client is transmitting at high data rates and high
successful transmission rates.
Yellow – indicates a marginal connection, where the client is transmitting at lower data rates and is
experiencing lower successful transmission rates.
Red – indicates a poor connection, where the client is transmitting at low data rates and is experiencing
low successful transmission rates.
You can easily customize the definitions of good, marginal, and poor, which are normalized against the type of
client, its capabilities, and the deployment goals for the organization. Deployment goals are available for high-,
normal-, and low-density networks. The customization options for each type of network are available in the SLA
Settings section in the radio profiles.
Aerohive categorizes client health issues into three component areas: radio health, IP network health, and
application health. Each component is scored individually and combined to reflect the overall health score of a
client. You can view the client health score components by selecting an active client on the Monitor › Clients ›
Wireless Clients page.

Figure 46

Client Health Score components
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A client health score comprises the following components:
•

Radio Health provides an assessment of the radio link quality, based on transmit and receive data rates,
transmission success rates, capabilities of the client radio (802.11a/b/g/n), and the network deployment
goal.

•

IP Network Health provides an assessment of the client’s network connectivity by checking if the client can
obtain its network settings dynamically through DHCP or is successfully using static network settings.

•

Application Health provides an assessment of the client’s application health by determining how well the
client SLA and target minimum throughput level is being met.
More information is available in the Client Health Score Solution Brief on the Aerohive website and in
the HiveManager online Help.

Additionally, the source statistics are always available, which are valuable for identifying the root cause of a
specific issue once you know where to look. Aerohive provides the following historical information on client statistics:
•

Bandwidth usage

•

Airtime utilization

•

Client health score components

•

SLA violations

•

Transmit and receive bit rate distributions (helpful for determining what data rates a client has used historically)

•

Bit rate success distribution (helpful in identifying which data rates are resulting in successful communication
versus frame errors)

Figure 47

Detailed client statistics
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Client Radio Mode Distribution
It is important to monitor client distribution on the 2.4 and 5 GHz frequency bands to ensure that they are using the
available capacity effectively, perhaps due to the band-steering efforts of the APs. It is also useful to review active
client radio mode capabilities, which can affect network capacity. You can determine client distribution between
frequency bands by reviewing the Client Radio Mode Distribution chart on the HiveManager dashboard (Home ›
Dashboard). This chart gives you an aggregate view of the protocol versions that clients are using and the
distribution of clients between the 2.4 and 5 GHz frequency bands. Using this information, you can tailor the band
steering parameters to the client population observed on the network.

Figure 48

Client radio mode distribution

Access Point SLA Compliance
To ensure that sufficient capacity exists in high-density areas and identify access points experiencing issues that can
degrade WLAN performance, you can monitor access point SLA compliance, which tracks access point radio
statistics. Just as clients must maintain SLA compliance, so too must access points. An aggregate view of access
point health is available in the Device SLA Compliance chart on the HiveManager dashboard (Home › Dashboard).
Click the SLA Filter button on the graph to filter on the different sources that affect access point SLA compliance:
insufficient throughput, frame errors, dropped frames, high frame retransmission rates, and lack of airtime. Clicking
the red Noncompliant Devices (%) stacked line item in the graph provides you with a more detailed report on the
causes of a violation.

Figure 49

Access point SLA compliance
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If you discover performance problems for an individual access point, review the historical access point statistics for
that AP on the Monitor › All Devices page. HiveManager displays detailed statistics for that AP about CPU and
memory usage, client count, radio interference levels, and noise floor.

Figure 50

Detailed access point statistics

If you require aggregate information on multiple access points, review the overall RF health of the network using
available HiveManager reports, as discussed in the next section.

RF Health
To resolve potential interference and noise problems that could affect WLAN performance, you should monitor the
underlying RF health of the Wi-Fi network. Review radio resource management information such as automatic
channel and power changes that APs made and the RF noise floor that they report. Access points will
automatically change channels and power levels if enabled to do so to avoid interference (see “Radio Profiles” for
information about automatic channel and power settings). You can regularly monitor RF health by scheduling or
running various reports in the Reports › Wi-Fi Devices section of HiveManager.
The Channel, Power, and Noise Report provides data trends on channel and power changes as well as the RF noise
floor. Analyzing this report can assist you in identifying possible sources of interference.
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Figure 51

Channel, power, and noise Report

The Interference Report provides data trends on channel utilization by Wi-Fi and non Wi-Fi noise sources. It also
reports the RF noise floor and the error rates being experienced on the network.

Figure 52

Interference report

If the noise floor indicates a source of interference on a particular channel or access point, you can employ the
built-in spectrum analysis tool on Aerohive access points to evaluate the RF environment, identify the sources of
interference, and remove them. You can launch the spectrum analysis tool from the Utilities menu on the Monitor ›
Devices › All Devices page. Additionally, if the client health score for a client indicates a radio health problem, a link
to launch spectrum analysis on the associated access point will appear directly on the Active Client Details page.
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Figure 53

Aerohive spectrum analysis tool

Aerohive devices have the ability to perform spectrum analysis in both the 2.4 GHz and 5 GHz band. Spectrum
analysis provides a live view of the RF environment so that you can plan for further WLAN deployment or
troubleshoot WLAN issues such as high retransmission rates caused by device interference or slow connections due
to overutilization.
There are two main spectrum analysis functions:
1.

The graphical rendering of the RF environment in an FFT trace and swept spectrogram. The term FFT (fast Fourier
transform) refers to the mathematical algorithm used to decompose received signals into their components
frequencies.

2.

The identification of interference devices such as cordless phones and microwave ovens.

The analysis pane contains three main areas:
1.

The Status Bar contains a brief overview of the current analysis parameters, including which AP is employed, the
frequency band and channels, and the time remaining in the analysis.

2.

The Graphical Analysis Feedback Area displays four representations of the received signals, arranged by
default in a two-by-two array. You can enlarge each of the representations to fill the entire analysis pane to
provide more detail or to increase its visibility. You can also delete them from the array to simplify the display.
On maximizing each section you gain access to additional display parameters.
The four graphical representations of the RF environment include the following:
Real-time FFT: The real-time FFT is a trace that indicates the power of a signal (vertical axis) along a domain
of frequencies (horizontal axis). Within this display there are two traces: the red trace indicates the real-time
power levels, whereas the gray trace indicates the maximum power level reached during the current data
collection session.
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FFT Duty Cycle: The FFT duty cycle is the amount of time as a percent of total time that the AP receives a
signal higher than 20 dB above the noise floor. An FFT duty cycle is often referred to as “channel utilization”
because it indicates to what extent a channel is actually in use in terms of the relative amount of time the
signal is present (vertical axis). Within this display, there are two traces: the red trace indicates the real time
duty cycle, whereas the gray trace indicates the maximum duty cycle reached during this data collection
session.
Swept Spectrogram: A swept spectrogram tracks the signal power over time. That is, it produces a colorcoded sweep of spectral information so that you can view the real time FFT in terms of its historical values.
The swept spectrogram—also called a heat map—reports the frequency on the horizontal axis, the history
(in sweeps) on the vertical axis, and the power encoded as a set of colors. Blue indicates low power levels,
whereas red indicates high power levels; the gradient of colors from light blue, through green, yellow, and
orange, indicates intermediate power levels.
Swept Spectrogram-FFT Duty Cycle: A swept spectrogram of the FFT duty cycle tracks the duty cycle over
time. This spectrogram produces a color-coded sweep of duty cycle information with frequency on the
horizontal axis, history (in sweeps) on the vertical axis, and the duty cycle encoded as a set of colors. Blue
colors indicate low duty cycle (the darkest blue is 0%), whereas red colors indicate high duty cycles (the
darkest red is 100%); the gradient of colors from light blue, through green, yellow, and orange, indicates
intermediate duty cycle values.
3.

The interference reporting area at the bottom of the pane displays any sources of RF interference that the
spectrum analyzer can identify. This area provides a summary of all interference sources for quick review.

DHCP Scope Utilization
Consider using an automated IP address management (IPAM) tool to monitor DHCP server availability and IP
address pools. The IPAM tool can alert you when scope utilization reaches a threshold that necessitates reevaluation of subnet size or the deletion of stagnant DHCP leases; that is, leases that are no longer being used but
have not been released back into the pool for re-assignment. A typical threshold is 75% scope utilization, which
provides 25% headroom to allow enough time to implement changes before full scope exhaustion occurs.
In addition, Aerohive provides visibility and troubleshooting tools for you to identify potential DHCP server issues or
problems with wired network VLAN configurations. The Client SLA Compliance and Client Health Score graphs
provide visibility into the health of wireless clients and can help you identify when clients are unable to acquire their
network settings from a DHCP server, as discussed in previous sections. If you determine that a client device cannot
obtain its network settings, you can use the Aerohive VLAN probe tool to verify whether or not the required VLANs
and DHCP addressing resources are available across the wired network. The VLAN probe tool is available from the
Utilities › Diagnostics menu in the Monitor › All Devices section in HiveManager. Using this tool, an Aerohive device
sends out a series of DHCP Discover messages on each VLAN in a specified range. If a DHCP server responds with a
lease offer, then the VLAN is configured correctly on the wired network and DHCP is also operating successfully. The
Aerohive device also reports the IP subnet available through each VLAN. If the Aerohive device does not receive a
DHCP offer response, then an issue exists with the wired network or DHCP server.
The VLAN probe tool rejects DHCP lease offers from servers by sending a DHCP-NAK (negative
acknowledgment), thus preventing the Aerohive device from unnecessarily obtaining an IP address.
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Figure 54

Aerohive VLAN probe tool

RADIUS Server Availability and Performance
You should monitor the availability and performance of RADIUS servers in real-time to alert you of issues that might
prevent wireless client authentication and subsequent network access. You can monitor availability using a number
of methods. If the RADIUS servers are virtualized, then the virtualization management console typically provides
server monitoring and optional automated virtual machine mobility to prevent downtime. If you use external loadbalancing network appliances, then they typically have the ability to perform server tracking and can dynamically
remove failed servers from the active pool to which traffic is sent. Load balancers might also be able to perform
more sophisticated application-level tracking to determine not only if a host is available across the network, but
also to ensure the application is responding on the host in a timely manner. Finally, you can configure Aerohive
devices functioning as AAA authenticators (NAS devices) to periodically check network connectivity to RADIUS
servers by sending them probes. This allows Aerohive devices to bypass unresponsive servers immediately, providing
clients with a potentially faster response time when making authentication and accounting requests.
See the “Additional Settings” section for details about enabling RADIUS server probing.
You should scale RADIUS servers appropriately to process the number of transactions per second that the client
population requires. You typically can implement the monitoring of RADIUS server performance within the server
itself so that it logs and alerts you when performance thresholds for CPU, memory, disk I/O, and other resources are
exceeded.

Internet and WAN Circuit Utilization
You should install monitoring tools that can gather real-time statistics and perform historical trending to aid in
ongoing network capacity planning. It is typical for organizations to operate at or below 75% utilization for normal
operations and to provision additional bandwidth once the 75% threshold is reached. This prevents the organization
from encountering emergency upgrade situations.
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Appendix
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High-Density Wi-Fi Requirements Gathering Worksheet
Coverage Area: _____________________________________________________________________________

Step 1 – Client Devices
Identify the client devices that will be used on the network and their wireless radio capabilities, as described in the
Client Devices section in the Requirements Gathering chapter of this guide.
Network Overhead Estimate:

40% (aggressive) to 60% (conservative, recommended)

Max Throughput = Max Wi-Fi Data Rate X (1 – Network Overhead Assumption); or actual device measurements
Device Model /
Category

Wi-Fi
Radio

Supported
Channels
and Width

Transmit
Power

Max
Data Rate

Max Throughput

Device
Quantity

Example:
Apple iPad mini

802.11n,
1x1:1

2.4 GHz, 20 MHz
5 GHz, 40 MHz
DFS Supported

14 dBm

65 Mbps
135 Mbps

30 Mbps (20 MHz)
60 Mbps (40 MHz)

250

Input into Wi-Fi Network Design and Configuration
802.11b Support Required

(Circle One)

Yes / No

Wi-Fi Channel Set

(Circle Multiple)

1-11, 12-14, 36-48, 52-64, 100-140, 149-161, 165

40-MHz Channel Width Support (Circle One)
Target AP Wi-Fi Power Output

(dBm)

Yes / No
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Step 2 – Applications
Determine the applications (or application classes) that each client device identified in Step 1 must support, and
the target application throughput level required by those applications, as described in the Applications section in
the Requirements Gathering chapter of this guide.
An individual Wi-Fi channel saturates around 80% of airtime utilization. Therefore, the total capacity of a single
AP radio is 80% ÷ the airtime required per device.
Device Model/
Category

Frequency
Band

Application
Class

Target
Application
Throughput

Max Device
Throughput

Airtime Req.
per Device
(Target ÷ Max)

Max Concurrent
Devices per
Radio
(80% ÷ Airtime)

Apple iPad mini

2.4 Ghz

SD Video

1 Mbps TCP

30 Mbps TCP

3.33%

24

Apple iPad mini

5 Ghz

SD Video

1 Mbps TCP

60 Mbps TCP

1.66%

48

Multiply the maximum number of concurrent devices per radio by 2 to determine the number of concurrent
devices supported on a single dual-radio access point.

Input into Wi-Fi Network Design and Configuration
Client SLA (Target Application Throughput)
Per-User Rate Limits (Client SLA + 20%)
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Step 3 – Forecast AP Capacity
Forecast the required AP capacity as described in the Forecasting AP Capacity section of this guide. First, multiply
the number of client devices for each device type (identified in Step 1) by the airtime that each client device
requires (identified in Step 2). The result of that calculation determines the total number of AP radios needed to
support those devices. Next, divide the total airtime by 80% to determine the number of AP radios needed to
support this device group. Then add the results from all client device types together and multiply by the expected
percentage of client devices that will be online concurrently during peak load. From these calculations, you can
derive the adjusted number of AP radios required. If you use dual-band APs, divide the adjusted number of radios
by 2 to forecast the number of dual-radio access points required to support the identified clients and applications.
5 GHz Band Steering Ratio:

(Dependent on RF network design; typically 60-80% on 5 GHz)

Device Model/
Category

Frequency
Band

Device Quantity
(Total X Band
Steering Ratio)

Airtime
Required
per Device

Total Airtime
(Quantity X
Airtime)

# AP Radios
Required
(Total Airtime ÷ 80%)

Apple iPad mini

2.4 GHz

75 (30% ratio)

3.33 %

249.75%

3.12

Apple iPad mini

5 GHz

175 (70% ratio)

1.66 %

290.50%

3.63

Sum # AP Radios
Multiplied by
Equals
Divided by 2 equals

Input into Wi-Fi Network Design and Configuration
AP Capacity Forecast

(Number of APs)

% of Single-Band Clients

(From Step 1)

Total # AP Radios
% Concurrent Clients at Peak
Adjusted # AP Radios
AP Capacity Forecast (Round Up)
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Step 4 – Complete Wi-Fi Network Design
The AP capacity forecast is a rough estimate of the total number of APs and radios required to support the clients
and applications identified. However, it does not take into account facility characteristics and coverage
requirements.
Review the Wi-Fi network design criteria in the High Density Wi-Fi Network Design section in the Network Planning
and Design chapter of this guide. This might result in adjustments to the forecasted AP capacity to provide
adequate coverage in low-traffic areas or adequate capacity in specific very high-utilization locations (inflection
points). Finally, through the process of Site Surveying, you can verify that your design criteria will meet the stated
requirements with a high level of confidence.
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High-Density Wi-Fi Configuration Checklist
Use the following checklist when configuring an Aerohive Wi-Fi network to ensure that all features are optimized for
a high-density environment.

Key High-Density Configuration Settings
Feature

Recommended Setting(s)

Reference

SSID Broadcast Band

2.4 GHz & 5 GHz (11n/a + 11n/b/g)

Page 56

SSID Security

WPA2 Personal, WPA2 Enterprise, Private PSK, or Open

Page 57

Encryption Method

CCMP (AES)

Page 57

Customize 2.4 GHz Data Rates

Basic: 18 Mbps, Optional: 24, 36, 48, 54 Mbps, N/A: All others

Page 58

Customize 5 GHz Data Rates

Basic: 18 Mbps, Optional: 24, 36, 48, 54 Mbps, N/A: All others

Page 58

Customize 11n MCS Data Rates

Optional: All 11n MCS Rates

Page 58

Enable WMM

Check (Enabled)

Page 60

Enable U-APSD

Check (Enabled)

Page 60

Primary Server

Define a primary server for all 802.1X SSIDs

Page 62

Backup Server(s)

Define one or multiple backup servers for HA / redundancy

Page 62

VLAN Assignment

Define a network or VLAN to place users into

Page 63

GRE Tunnels

Select a GRE Tunnel Policy (to enable Layer 3 roaming)

Page 63

RADIUS Server Checking

Check (Enabled); Check Interval: 60 sec; Retry Interval: 2 sec

Page 70

DNS Server

Define DNS servers for APs

Page 70

NTP Server

Define NTP servers for APs

Page 70

QoS Classifier Map

Define a QoS classifier map for incoming traffic to the AP

Page 71

QoS Marker Map

Define a QoS marker map for outgoing traffic from the AP

Page 72

Dynamic Airtime Scheduling

Check (Enabled)

Page 73

Background Scanning

Check (Enabled); Interval: 30 min (2.4 GHz), 60 min (5 GHz)

Page 74

Channel Set

Select region and define a channel plan

Page 75

Enable DFS Channels

Check (Enabled) (certain exceptions apply)

Page 75

Channel Switch due to Interference

Check (Enabled)

Page 76

Channel Auto Selection

Check (Enabled); Define a time period and client threshold

Page 77

SSID Settings

RADIUS Settings

User Profile Settings

Additional Settings

Radio Profiles
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Max Transmit Power

Check (Enabled); Define based on network design

Page 77

Channel Width

20 MHz (40 MHz optional)

Page 78

Enable A-MPDU

Check (Enabled) (Default)

Page 78

Client Band Steering

Check (Enabled); Balanced Band Use: define a ratio

Page 79

Client Load Balancing

Check (Enabled); Airtime-Based

Page 81

Safety Network Check

Check (Enabled); Period: 10 seconds

Page 82

SLA Settings

High-density, performance-oriented network

Page 84

Optional High-Density Configuration Settings
Feature

Recommended Setting(s)

Reference

Reauth Interval

>= 28,800 seconds (8 hours)

Page 57

Proactive PMK ID Response

Enabled

Page 58

Maximum Client Limit

100 (Default)

Page 59

Roaming Cache Update Interval

60 seconds (Default)

Page 59

Roaming Cache Ageout

30 intervals

Page 60

Local Cache Timeout

28,800 seconds (8 hours)

Page 60

Disable 802.11n HT Capabilities

Uncheck (Default) (Leave 802.11n enabled)

Page 60

IP Multicast Conversion to Unicast

Disabled (Default) (certain exceptions apply)

Page 60

Per User Rate Limits

Define a per-user rate limit, if desired

Page 64

Policing Rate Limits (Group Level)

Define a group rate limit, if desired

Page 64

Enable Client SLA

Check (Enabled); Define throughput level; Action: Log & Boost

Page 65

ALG Services

Uncheck (Disabled) for all services (certain exceptions apply)

Page 67

WIPS Policy

Check (Enabled)

Page 68

Preamble

Auto (Short/Long) (Default)

Page 78

Enable Short Guard Interval

Check (Enabled)

Page 78

Antenna Tx/Rx Chains – Use Default

Check (Enabled) (Default)

Page 78

Enable Backhaul Failover

Uncheck (Disabled)

Page 79

Weak SNR Suppress

Uncheck (Disabled)

Page 82

Enable High-Density WLAN Settings

Check (Enabled); Basic Rate: High; Suppress Probes: Disabled

Page 82

Client Selection

Deny 802.11b; Allow 802.11a/g

Page 83

SSID Settings

User Profile Settings

Additional Settings

Radio Settings
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Wi-Fi Data Rate Reference
802.11 (Prime) and 802.11b DSSS Data Rates
Data Rate
1 Mbps (DSSS)
2 Mbps (DSSS)
5.5 Mbps (HR-DSSS/CCK)
11 Mbps (HR-DSSS/CCK)

Modulation
Rate
11,000,000
11,000,000
11,000,000
11,000,000

Modulation
DBPSK
DQPSK
DQPSK
DQPSK

Chip
Size
11
11
8
8

Symbol
Rate
1,000,000
1,000,000
1,375,000
1,375,000

Bits/
Symbol
1
2
4
8

Data subcarriers
24
36
24
36
24
36
32
36

Data Bits/
Symbol
24
36
48
72
96
144
192
216

802.11a and 802.11g OFDM Data Rates
Data Rate
6 Mbps
9 Mbps
12 Mbps
18 Mbps
24 Mbps
36 Mbps
48 Mbps
54 Mbps

Modulation
BPSK
BPSK
QPSK
QPSK
16-QAM
16-QAM
64-QAM
64-QAM

Bits/
Shift
1
1
2
2
4
4
6
6

Symbol
Rate
250,000
250,000
250,000
250,000
250,000
250,000
250,000
250,000

Subcarriers
48
48
48
48
48
48
48
48

Total Bits/
Symbol
48
48
96
96
192
192
288
288

Coding
Ratio
1/2
3/4
1/2
3/4
1/2
3/4
2/3
3/4
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802.11n OFDM Data Rates
Modulation & Coding
Scheme (MCS)

20-MHz Channel Width

40-MHz Channel Width

800 ns GI

800 ns GI

Modulation

Bits per
Symbol

Coding
Ratio

MCS 0
MCS 1
MCS 2
MCS 3
MCS 4
MCS 5
MCS 6
MCS 7
2 Spatial Streams

BPSK
QPSK
QPSK
16-QAM
16-QAM
64-QAM
64-QAM
64-QAM

1
2
2
4
4
6
6
6

1/2
1/2
3/4
1/2
3/4
2/3
3/4
5/6

6.5
13.0
19.5
26.0
39.0
52.0
58.5
65.0

MCS 8
MCS 9
MCS 10
MCS 11
MCS 12
MCS 13
MCS 14
MCS 15

BPSK
QPSK
QPSK
16-QAM
16-QAM
64-QAM
64-QAM
64-QAM

1
2
2
4
4
6
6
6

1/2
1/2
3/4
1/2
3/4
2/3
3/4
5/6

13.0
26.0
39.0
52.0
78.0
104.0
117.0
130.0

BPSK
QPSK
QPSK
16-QAM
16-QAM
64-QAM
64-QAM
64-QAM

1
2
2
4
4
6
6
6

1/2
1/2
3/4
1/2
3/4
2/3
3/4
5/6

19.5
39.0
58.5
78.0
117.0
156.0
175.5
195.0

BPSK
QPSK
QPSK
16-QAM
16-QAM
64-QAM
64-QAM
64-QAM

1
2
2
4
4
6
6
6

1/2
1/2
3/4
1/2
3/4
2/3
3/4
5/6

26.0
52.0
78.0
104.0
156.0
208.0
234.0
260.0

1 Spatial Stream

7.2
13.5
14.4
27.0
21.7
40.5
28.9
54.0
43.3
81.0
57.8
108.0
65.0
121.5
72.2
135.0
Data Rate (Mbps)
14.4
28.9
43.3
57.8
86.7
115.6
130.0
144.4

27.0
54.0
81.0
108.0
162.0
216.0
243.0
270.0

15.0
30.0
45.0
60.0
90.0
120.0
135.0
150.0
30.0
60.0
90.0
120.0
180.0
240.0
270.0
300.0

Data Rate (Mbps)

4 Spatial Streams
MCS 24
MCS 25
MCS 26
MCS 27
MCS 28
MCS 29
MCS 30
MCS 31

400 ns GI

Data Rate (Mbps)

3 Spatial Streams
MCS 16
MCS 17
MCS 18
MCS 19
MCS 20
MCS 21
MCS 22
MCS 23

400 ns GI

21.7
43.3
65.0
86.7
130.0
173.3
195.0
216.7

40.5
81.0
121.5
162.0
243.0
324.0
364.5
405.0

45.0
90.0
135.0
180.0
270.0
360.0
405.0
450.0

Data Rate (Mbps)
28.9
57.8
86.7
115.6
173.3
231.1
260.0
288.9

54.0
108.0
162.0
216.0
324.0
432.0
486.0
540.0

60.0
120.0
180.0
240.0
360.0
480.0
540.0
600.0
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802.11ac OFDM Data Rates
MCS

Modulation

Bits per
Symbol

Coding
Ratio

20-MHz
800ns

40-MHz

400ns

800ns

1 Spatial Stream
MCS 0
MCS 1
MCS 2
MCS 3
MCS 4
MCS 5
MCS 6
MCS 7
MCS 8

400ns

80-MHz
800ns

160-MHz

400ns

800ns

400ns

29.3
58.5
87.8
117.0
175.5
234.0
263.3
292.5
351.0

32.5
65.0
97.5
130.0
195.0
260.0
292.5
325.0
390.0

58.5
117.0
175.5
234.0
351.0
468.0
526.5
585.0
702.0

65.0
130.0
195.0
260.0
390.0
520.0
585.0
650.0
780.0

200.0
390.0
Data Rate (Mbps)

433.3

780.0

866.7

Data Rate (Mbps)

BPSK
QPSK
QPSK
16-QAM
16-QAM
64-QAM
64-QAM
64-QAM
256-QAM

1
2
2
4
4
6
6
6
8

1/2
1/2
3/4
1/2
3/4
2/3
3/4
5/6
3/4

6.5
13.0
19.5
26.0
39.0
52.0
58.5
65.0
78.0

7.2
14.4
21.7
28.9
43.3
57.8
65.0
72.2
86.7

13.5
27.0
40.5
54.0
81.0
108.0
121.5
135.0
162.0

MCS 9
256-QAM
2 Spatial Streams

8

5/6

N/A

N/A

180.0

MCS 0
MCS 1
MCS 2
MCS 3
MCS 4
MCS 5
MCS 6
MCS 7
MCS 8

BPSK
QPSK
QPSK
16-QAM
16-QAM
64-QAM
64-QAM
64-QAM
256-QAM

1
2
2
4
4
6
6
6
8

1/2
1/2
3/4
1/2
3/4
2/3
3/4
5/6
3/4

13.0
26.0
39.0
52.0
78.0
104.0
117.0
130.0
156.0

14.4
28.9
43.3
57.8
86.7
115.6
130.0
144.4
173.3

27.0
54.0
81.0
108.0
162.0
216.0
243.0
270.0
324.0

MCS 9

256-QAM

8

5/6

N/A

N/A

360.0

3 Spatial Streams

15.0
30.0
45.0
60.0
90.0
120.0
135.0
150.0
180.0

30.0
60.0
90.0
120.0
180.0
240.0
270.0
300.0
360.0

58.5
117.0
175.5
234.0
351.0
468.0
526.5
585.0
702.0

65.0
130.0
195.0
260.0
390.0
520.0
585.0
650.0
780.0

117.0
234.0
351.0
468.0
702.0
936.0
1053.0
1170.0
1404.0

130.0
260.0
390.0
520.0
780.0
1040.0
1170.0
1300.0
1560.0

400.0

780.0

866.7

1560.0

1733.3

Data Rate (Mbps)

MCS 0
MCS 1
MCS 2
MCS 3
MCS 4
MCS 5
MCS 6
MCS 7
MCS 8

BPSK
QPSK
QPSK
16-QAM
16-QAM
64-QAM
64-QAM
64-QAM
256-QAM

1
2
2
4
4
6
6
6
8

1/2
1/2
3/4
1/2
3/4
2/3
3/4
5/6
3/4

19.5
39.0
58.5
78.0
117.0
156.0
175.5
195.0
234.0

21.7
43.3
65.0
86.7
130.0
173.3
195.0
216.7
260.0

40.5
81.0
121.5
162.0
243.0
324.0
364.5
405.0
486.0

45.0
90.0
135.0
180.0
270.0
360.0
405.0
450.0
540.0

87.8
175.5
263.3
351.0
526.5
702.0
N/A
877.5
1053.0

97.5
195.0
292.5
390.0
585.0
780.0
N/A
975.0
1170.0

175.5
351.0
526.5
702.0
1053.0
1404.0
1579.5
1755.0
2106.0

195.0
390.0
585.0
780.0
1170.0
1560.0
1755.0
1950.0
2340.0

MCS 9

256-QAM

8

5/6

260.0

288.9

540.0

600.0

1170.0

1300.0

N/A

N/A
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802.11ac OFDM Data Rates (continued)
MCS

Modulation

Bits per
Symbol

Coding
Ratio

20-MHz
800ns

40-MHz

400ns

800ns

4 Spatial Streams

400ns

80-MHz
800ns

160-MHz

400ns

800ns

400ns

Data Rate (Mbps)

MCS 0
MCS 1
MCS 2
MCS 3
MCS 4
MCS 5
MCS 6
MCS 7
MCS 8

BPSK
QPSK
QPSK
16-QAM
16-QAM
64-QAM
64-QAM
64-QAM
256-QAM

1
2
2
4
4
6
6
6
8

1/2
1/2
3/4
1/2
3/4
2/3
3/4
5/6
3/4

26.0
52.0
78.0
104.0
156.0
208.0
234.0
260.0
312.0

28.9
57.8
86.7
115.6
173.3
231.1
260.0
288.9
346.7

54.0
108.0
162.0
216.0
324.0
432.0
486.0
540.0
648.0

MCS 9

256-QAM

8

5/6

N/A

N/A

720.0

5 Spatial Streams

60.0
120.0
180.0
240.0
360.0
480.0
540.0
600.0
720.0

117.0
234.0
351.0
468.0
702.0
936.0
1053.0
1170.0
1404.0

130.0
260.0
390.0
520.0
780.0
1040.0
1170.0
1300.0
1560.0

234.0
468.0
702.0
936.0
1404.0
1872.0
2106.0
2340.0
2808.0

260.0
520.0
780.0
1040.0
1560.0
2080.0
2340.0
2600.0
3120.0

800.0

1560.0

1733.3

3120.0

3466.7

Data Rate (Mbps)

MCS 0
MCS 1
MCS 2
MCS 3
MCS 4
MCS 5
MCS 6
MCS 7
MCS 8

BPSK
QPSK
QPSK
16-QAM
16-QAM
64-QAM
64-QAM
64-QAM
256-QAM

1
2
2
4
4
6
6
6
8

1/2
1/2
3/4
1/2
3/4
2/3
3/4
5/6
3/4

32.5
65.0
97.5
130.0
195.0
260.0
292.5
325.0
390.0

36.1
72.2
108.3
144.4
216.7
288.9
325.0
361.1
433.3

67.5
135.0
202.5
270.0
405.0
540.0
607.5
675.0
810.0

75.0
150.0
225.0
300.0
450.0
600.0
675.0
750.0
900.0

146.3
292.5
438.8
585.0
877.5
1170.0
1316.3
1462.5
1755.0

162.5
325.0
487.5
650.0
975.0
1300.0
1462.5
1625.0
1950.0

292.5
585.0
877.5
1170.0
1755.0
2340.0
2632.5
2925.0
3510.0

325.0
650.0
975.0
1300.0
1950.0
2600.0
2925.0
3250.0
3900.0

MCS 9

256-QAM

8

5/6

N/A

N/A

900.0

1000.0

1950.0

2166.7

3900.0

4333.3

6 Spatial Streams

Data Rate (Mbps)

MCS 0
MCS 1
MCS 2
MCS 3
MCS 4
MCS 5
MCS 6
MCS 7
MCS 8

BPSK
QPSK
QPSK
16-QAM
16-QAM
64-QAM
64-QAM
64-QAM
256-QAM

1
2
2
4
4
6
6
6
8

1/2
1/2
3/4
1/2
3/4
2/3
3/4
5/6
3/4

39.0
78.0
117.0
156.0
234.0
312.0
351.0
390.0
468.0

43.3
86.7
130.0
173.3
260.0
346.7
390.0
433.3
520.0

81.0
162.0
243.0
324.0
486.0
648.0
729.0
810.0
972.0

90.0
180.0
270.0
360.0
540.0
720.0
810.0
900.0
1080.0

175.5
351.0
526.5
702.0
1053.0
1404.0
1579.5
1755.0
2106.0

195.0
390.0
585.0
780.0
1170.0
1560.0
1755.0
1950.0
2340.0

351.0
702.0
1053.0
1404.0
2106.0
2808.0
3159.0
3510.0
4212.0

390.0
780.0
1170.0
1560.0
2340.0
3120.0
3510.0
3900.0
4680.0

MCS 9

256-QAM

8

5/6

520.0

577.8

1080.0

1200.0

N/A

N/A

4680.0

5200.0
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802.11ac OFDM Data Rates (continued)
MCS

Modulation

Bits per
Symbol

Coding
Ratio

20-MHz
800ns

40-MHz

400ns

800ns

7 Spatial Streams

400ns

80-MHz
800ns

160-MHz

400ns

800ns

400ns

Data Rate (Mbps)

MCS 0
MCS 1
MCS 2
MCS 3
MCS 4
MCS 5
MCS 6
MCS 7
MCS 8

BPSK
QPSK
QPSK
16-QAM
16-QAM
64-QAM
64-QAM
64-QAM
256-QAM

1
2
2
4
4
6
6
6
8

1/2
1/2
3/4
1/2
3/4
2/3
3/4
5/6
3/4

45.5
91.0
136.5
182.0
273.0
364.0
409.5
455.0
546.0

50.6
101.1
151.7
202.2
303.3
404.4
455.0
505.6
606.7

94.5
189.0
283.5
378.0
567.0
756.0
850.5
945.0
1134.0

105.0
210.0
315.0
420.0
630.0
840.0
945.0
1050.0
1260.0

204.8
409.5
614.3
819.0
1228.5
1638.0
N/A
2047.5
2457.0

227.5
455.0
682.5
910.0
1365.0
1820.0
N/A
2275.0
2730.0

409.5
819.0
1228.5
1638.0
2457.0
3276.0
3685.5
4095.0
4914.0

455.0
910.0
1365.0
1820.0
2730.0
3640.0
4095.0
4550.0
5460.0

MCS 9

256-QAM

8

5/6

N/A

N/A

1260.0

1400.0

2730.0

3033.3

5460.0

6066.7

8 Spatial Streams

Data Rate (Mbps)

MCS 0
MCS 1
MCS 2
MCS 3
MCS 4
MCS 5
MCS 6
MCS 7
MCS 8

BPSK
QPSK
QPSK
16-QAM
16-QAM
64-QAM
64-QAM
64-QAM
256-QAM

1
2
2
4
4
6
6
6
8

1/2
1/2
3/4
1/2
3/4
2/3
3/4
5/6
3/4

52.0
104.0
156.0
208.0
312.0
416.0
468.0
520.0
624.0

57.8
115.6
173.3
231.1
346.7
462.2
520.0
577.8
693.3

108.0
216.0
324.0
432.0
648.0
864.0
972.0
1080.0
1296.0

120.0
240.0
360.0
480.0
720.0
960.0
1080.0
1200.0
1440.0

234.0
468.0
702.0
936.0
1404.0
1872.0
2106.0
2340.0
2808.0

260.0
520.0
780.0
1040.0
1560.0
2080.0
2340.0
2600.0
3120.0

468.0
936.0
1404.0
1872.0
2808.0
3744.0
4212.0
4680.0
5616.0

520.0
1040.0
1560.0
2080.0
3120.0
4160.0
4680.0
5200.0
6240.0

MCS 9

256-QAM

8

5/6

N/A

N/A

1440.0

1600.0

3120.0

3466.7

6240.0

6933.3

